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ABSTRACT
Publishing open data is going mainstream. There are di-
verse initiatives, ranging from international agencies to local
governments, exposing data publicly in standard formats to
foster transparency, innovation and public scrutiny. Never-
theless, the publishing of statistical data still presents huge
challenges. Statistical modeling, privacy concerns, statisti-
cal secrecy, business models, etc., are still barriers to pub-
lishing massive amounts of statistical data without a corre-
sponding requirement for significantly large processing. To
date, access is usually restricted to limited views of the data.
This paper presents a proposal for publishing census data,
by using (1) the W3C open standard RDF; and (2) the de-
sign principles of Linked Data. The advantages of such an
approach include the flexibility of the data which allows any
user to adapt it to diverse applications for disparate pur-
poses; the discovery of new relationships among the data;
the accessibility of pieces and views of the data; the pos-
sibility of integrating it with other data; and last but not
least, the possibility of providing simple services for complex
querying, demos and visualizations.

Categories and Subject Descriptors
H.1 [Information Systems]: Models and Principles; J.1
[Computer Applications]: Administrative Data Process-
ing

General Terms
Design, Government
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1. INTRODUCTION
The first decade of the 21st century witnessed an unex-

pected change in the policies for exposing government data.
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Governments around the world are making efforts in trans-
parency and open data policies. In 2009 the government of
the United States encouraged this movement, stating that
openness strengthens democracy and promotes efficiency in
government. Along these lines, Berners-Lee addressed how
to put government data online [2], concluding that Linked
Data is one of the key techniques available.

Linked Data1 promotes the use of standards (such as RDF2

and HTTP) to publish structured data on the Web and to
make connections between different data sources [3]. This
simple philosophy has lifted traditional hyperlinks to a new
stage. From a Web of isolated pages we are entering the era
of the “Web of Linked Data”. The applications of these tech-
niques to government data have created a new field, Linked
Open Government Data, pushing the interconnection, open-
ness, modularity and scalability of data to a new dimension.
Several initiatives have been established worldwide (among
the most widely known3: USA, United Kingdom and Aus-
tralia). Currently, these initiatives focus on creating and
publishing government data in standard formats and cre-
ating demos which demonstrate the usability of the Linked
Government Data and provide RESTful APIs and query in-
terfaces such as SPARQL [8] endpoints.

Statistical Data plays a particular role in this process.
For some considerable time now, statistical data offices have
gained experience in collecting and processing statistical data.
There are particular standards (SPSS, STATA, SDMX) for
this type of data, which make their use and processing not
trivial for common users. In fact, the views that a com-
mon citizen has of the statistical data are actually “views”,
i.e., tables and graphics. Accessing the data sources is com-
plicated due to the statistical secrecy, the formats and the
business models used by those agencies.

This paper presents a case study to “open” the statisti-
cal data to make it available to a wide range of users for
any purpose they may have. We consider three basic ideas:
(i) use a standard format, flexible enough to allow different
uses, simple parsing, and modularization of data; (ii) follow
the principles of open data to publish the data at the lowest
possible granularity (hopefully “raw”), and (iii) follow the
principles of Linked Data to interconnect the isolated pieces
of information and watertight compartments that produce
classical formats.

The case of study of these ideas is the Spanish Census
of 2001. The original published microdata files consist of a

1http://linkeddata.org
2http://www.w3.org/TR/rdf-syntax-grammar
3http://data.gov, http://data.gov.uk, http://data.gov.au



5% sampling of anonymous individual data. Registers are
codified with fixed length integers representing values whose
meanings are described within the textual documentation.
The format is neither standard nor directly usable by third-
parties. We show that there exist standard and feasible pro-
cedures for this archetypal use-case. Firstly, we identify the
underlying data model of census entities and relations. URIs
and vocabularies must be defined according to the model,
leading to a semi-automatic parsing and RDF conversion of
the original data. In turn, interconnecting parts are identi-
fied and new out-links are established. Finally, we develop
a site with an extensible architecture allowing for the con-
struction of applications on top of the open census data,
giving some demos that take advantage of the new features.

The rest of the paper is organized as follows. Section
2 revises the state-of-the-art for Linked Open Government
Data. We describe the Spanish Census characteristics, the
census data publication and its problems in Section 3. The
principles of Linked Open Government Data are introduced
in Section 4, together with the census modeling description.
Section 5 provides a site architecture and demos on top of
the converted census data. Section 6 gives conclusions and
addresses some future work.

2. RELATED WORK
An increasing amount of data is currently published adopt-

ing the Linked Data principles [1]. The latest Linked Open
Data (LOD) cloud estimations4 show that more than 25 bil-
lion RDF triples are being shared and increasingly linked
(close to 1 billion links). Anyone can publish data to the
Web of Linked Data, comprising large self-describing RDF
data sets from fields such as bioinformatics, social networks,
geographic locations, films, etc. Thus, millions of entities
are connected and the open philosophy assures that appli-
cations can discover new data at run-time by following links.

Open data and open government movements have also
been gaining momentum thanks to other initiatives such as
the Open Data Foundation5, the Open Knowledge Founda-
tion6, the Open PSI7 and the Open Data Consortium8. The
latter two are specifically focused on supporting open gov-
ernment data from the UK and the USA respectively. One of
the first actions of the newly-elected president of the United
States in 2009, was the Open Government Memorandum9

which calls for more transparent, participatory, and collab-
orative government. Linked Data principles of modularity,
openness and scalability fit with the government data pur-
poses of efficiency, increasing the knowledge of citizens about
government functions and the quantity, quality and reuse of
the information. Furthermore, the W3C eGovernment In-
terest Group is starting to work closely with governments in
highlighting the benefits of Linked Government Data [9].

Governments around the world are beginning to under-
stand this potential [4]. The United States government,
through the data.gov site, hosts more than 6.4 billion RDF
triples in more than 300 RDF data sets, supporting citi-

4http://www4.wiwiss.fu-berlin.de/lodcloud/
5http://www.opendatafoundation.org/
6http://okfn.org/
7http://www.openpsi.org/
8http://www.opendataconsortium.org/
9http://www.whitehouse.gov/the\_press\_office/
Transparency\_and\_Open\_Government/

zens and developers in creating Linked Data mash-ups from
their government data. To this end, the US government is
working to provide a set of demos and practical applica-
tions on Linked Government Data [5]. Its main research is
focused on semi-automatic or low-cost Linked Government
Data conversion (from CSV and other formats) and publi-
cation [6]. The United Kingdom government is also making
strong efforts. Currently there are more than 5400 data sets
at data.gov.uk, with particular emphasis on Linked Data in-
tegration. Other countries and states are forming an emer-
gent Linked Open Government Data community10.

Regarding census data publication, the 2000 U.S. Cen-
sus11 is part of the LOD cloud and comprises geographical
data and detailed population statistics by region. Our case
of study, the Spanish Census, includes finer detail, incorpo-
rating anonymous information by person.

The main open government initiatives in Spain are lim-
ited to regions and cities, such as Euskadi12, Catalonia13

and Zaragoza14. There are only common governmental ac-
tions for data reusing15 and a few private institutions initia-
tives, e.g. CTIC Foundation working with the government
of Asturias16. Hence the importance of these initiatives and
researches, such as the Census conversion to Linked Open
Government Data. This work encourages the Spanish gov-
ernment and countries, regions and cities all over the world
to participate in this global movement.

3. THE SPANISH CENSUS DATA
Since its inception in 1768, the Census has considered the

individual as the analysis unit, and its study as one of the
most powerful feedbacks for the government. The Census
has been carried out with a ten-year periodicity, reflecting
important historical episodes such as the 1918 Spanish flu,
the civil war and the reversal of the population pyramid.

We can group the purposes and uses of the Census in
(i) knowledge, (ii) study and (iii) integration and nor-
malization. The Census is designed, primarily, to count
the population, housing and buildings. This knowledge pro-
duces a structural image of the population in terms of de-
mography, economy, sociology and culture, and provides a
weighty tool for government policies. The recollected data
are the basis for the study of the population evolution and
the development of sampling statistics, i.e., they allow for
the calculation of the parameters of the population sampling
methodology, which is used in many areas and is essential
in target marketing. International agencies, such as Eu-
rostat17 (Statistical Office of the European Communities),
also request census information to elaborate, regularly, de-
mographic and social statistics. Furthermore, the immense
effort of gathering this information forces the integration and
normalization of governmental tools such as maps and car-
tography, communication between local statistical agencies,
local and treasury information, etc. These improvements,
globally, benefit public administration.

10http://www.data.gov/community/
11http://www.rdfabout.com/demo/census/
12http://opendata.euskadi.net
13http://dadesobertes.gencat.cat/
14http://datos.zaragoza.es
15http://www.aporta.es
16http://datos.fundacionctic.org/
17http://ec.europa.eu/eurostat



3.1 The 2001 Census
The 2001 Spanish Census is the country’s sixteenth official

census and was based on a classical census model, i.e., an
exhaustive query of the territory. Nevertheless, the 2001
Census was supported for the first time by a continuous
municipal Census (Padrón), registering the residents of each
municipality. The process can be summarized as follows:

1. Preparation. This is the design phase in which the
strategy is established and tested within a pilot trial.
2. Data gathering. The exhaustive census data recol-
lection is one of the most arduous tasks, hence the need for
boosting efficiency. In this Census, the majority of the forms
were delivered using the continuous municipal Census, and
collected by the same “census agent”. Furthermore, it was
one of the first census in the world to allow the total pre-
registered population to fill in the forms by Internet.
3. Computer processing. Handwritten forms were pro-
cessed by optical character-recognition techniques. The forms
were destroyed afterward in order to maintain statistical se-
crecy.
4. Post-processing and result publications. The final
phase was conceived to be as fast, flexible and as complete
as possible. The results should be quickly and incrementally
delivered in order to meet different user needs. Online, eye-
catching and informative applications are encouraged at the
expense of more formal printed publications.

The total process was carried out thanks to the efforts
of more than 42,500 people. The first data was available
in July 2002, the final results at the end of 2003 and the
microdata files at the end of 2004. Thirteen millions homes,
which included a total population of 40,847,371, were visited
in three months. The total budget amounted to 165,278,328
¤, of which 70% was addressed to census agents contracting.

3.1.1 Data Publication
The publication of the final census data is seriously com-

promised by statistical secrecy, i.e., it is forbidden to know
the individual corresponding to particular data. In addition,
in order to maintain the anonymity of the data, towns with
a population of fewer than 25,000, are not explicitly named.
The final data is published through (i) microdata files, (ii)
population figures, and (iii) a basic query system.

Population figures summarize the most important results.
The data are available through a query system which allows
the user to construct predefined or new tables on a set of
variables. Microdata are ASCII files which sample the total
data and represent each field with a fixed-length code. A
conversion table describes each field (length/meaning) cor-
responding to a statistical variable. The main file (5% sam-
pling) includes one register per anonymous individual.

In general terms, the quality and usability of the published
data, at the conclusion of the entire process, is question-
able. On the one hand, an advanced user could construct
a limited set of queries conditioned by the query system in-
terface. Third-party applications could use the microdata
files, but the parsing is neither trivial nor standard. On the
other hand, a common citizen may doubt the usefulness of
the process and the purpose of the considerable budget as-
signed to the Census. The government, in turn, is obliged to
implement internal processes to provide full access for local
administrations.

All of these problems can be managed with the principles
of open government, addressed in the next section.
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Figure 1: Spanish Census Data Model.

4. LINKED OPEN DATA MODELING
Linked Open Government Data is a new field that inter-

connects Linked Data with the principles of open govern-
ment. In the following, we provide a simple review of the
basics of these areas and a guide to applying them to the
publishing of open statistical data, such as the Spanish Cen-
sus.

4.1 Basic Principles
The Open Government Data movement encourages the

placement of more raw data online to enable government to
function more efficiently. Its principles and purposes can be
summarized as follows:
Product Value Generation by allowing enterprises, me-

diators and citizens to obtain third-party products and
services.

Transparency provides the administration with transpa-
rency and reliability, supporting the reuse and analysis
of the data.

Interoperability makes the interoperability of data, prod-
ucts and services easier, within the administration as
well as for the general audience.

Internal organization promotes an organized work inside
the administration.

All of these purposes are served by putting the informa-
tion on the Web as Linked Data [2] because of the shared
features of interconnection, openness, modularity and scal-
ability. Linked Data is about employing RDF and HTTP
to publish structured data on the Web and to make con-
nections between different data sources [3]. Its principles [1]
are based on four simple recommendations: (i) use URIs for
naming resources, (ii) use HTTP URIs so that people can
look up those names, (iii) provide useful information using
standards, such as RDF and SPARQL, when someone looks
up a URI, and (iv) include links to other URIs so that they
can discover more related resources on the Web.

In turn, RDF provides a data model that is extremely sim-
ple and in which a description of a resource is represented
though triples in the form (subject, predicate, object). For-
mally, assume there is an infinite set U (RDF URI refer-
ences), an infinite set B (Blank nodes), and an infinite set L
(RDF literals). A triple (s, p, o) ∈ (U ∪B)×U × (U ∪B ∪L)
is called an RDF triple [7], in which s is the subject, p the
predicate and o the object. It can be represented as a labeled
graph s

p−→ o. RDF is typically queried with the SPARQL
query language, through a SPARQL endpoint.



4.2 Conversion to Linked Data
The main goal of the Linked Data conversion of the cen-

sus data is to enable the huge amount of data generated by
the administrations and currently almost useless for third
parties, to be easily converted to open formats, providing
significant value for those third parties and for the adminis-
trations themselves. We focus on the microdata files of the
2001 Spanish Census concerning the individuals, i.e., ASCII
files with a 5% sampling of the population.

4.2.1 Data Model
Statistical information can be modeled in many ways. The

first phase of the data processing is the identification of the
statistical data model used by the administrations, its study
and analysis. For this purpose, we complete the online avail-
able documentation with the file parsing and the study of
each field which describes an individual.

The resultant data model is shown in Figure 1. Entities
are represented by circles, their statistical variables within
rectangles and the relations between entities through arrows.
As shown, the given information is about people, homes,
houses, familial nuclei and buildings. The set of proper-
ties of the entities are well described in the documentation.
These are the fields completed in the data-gathering phase
of the Census. People belong to a unique familial nucleus
and a unique home although that home could house several
families. A home is sited physically in a house belonging to a
building. People can be related through father, mother, and
main person relations, i.e., the head of the family nucleus.

We adopt the Linked Data principles for assigning URIs
to the identified entities, thus all URIs in the converted data
are dereferenceable via the HTTP protocol. Table 1 shows
the URI scheme and naming convention for entities. All
given URIs are relative to the common base prefix http:
//census.lab216.com/censo/2001. The URI scheme follows
a slash URIs approach in which the Web server answers
requests to all these URIs with the URL of a document that
represents the resource [10].

The nomenclature for the IDs of people, homes, houses
and nuclei, has been taken from the identification of records
within the original textual file. The building entities have
been created explicitly in the conversion process and hence
their sequential numbering. Although people filled in data
about their building, the microdata files do not include an
identification for each building and thus the trace of com-
mon neighbors is impossible. We have created building en-
tities which group a type of building with the same fea-
tures, i.e. two or more individuals agree on the properties
of their building. Note that these commonalities are region-
independent, thus the statistical secrecy is preserved while
new valuable information is published for future studies.

The RDF model requires the use of URIs as properties
of the entities. Table 1 shows the URI scheme vocabulary
used for describing each entity. The URI scheme follows a
hash URIs approach in which the fields are separated from
the rest of the URI by a hash symbol (“#”) [10]. A Web
server answers requests to all these URIs with the URL
of the document describing the vocabulary. In turn, the
fields correspond to the properties defined in the original
specification of the Census18. Additional properties have
been added in order to link entities: (i) persona#HOGAR links

18
ftp://www.ine.es/temas/censopv/cen01_ph/disenoreg_ph01.zip

people and homes, (ii) persona#NUCLEO links people and nu-
clei, (iii) hogar#VIVIENDA links homes and houses, and (iv)
vivienda#EDIFICIO links houses and buildings. Furthermore,
the person properties PAD, MAD, CON, HOM, MUJ and PP, have
been redefined to link directly the URI of the father, the
mother, the partner, the man, the woman and the reference
person of the nucleus, thus saving the repetition of data.

Figure 2 shows a reduced example of census data. Two
persons are present; an individual was born in Chile, a
foreign country (predicate persona#NACI), and links to his
mother (predicate persona#MAD) who was born in Madrid in
1980. They both belong to the same familial nucleus (with
one child, predicate nucleo#NHIJO) and the same home which
is structured as “a home with one women and one or more
children” (predicate hogar#ESTHOG). The home is sited in a
house with two rooms (predicate vivienda#NHAB) and the oc-
cupants of the house complain of not having parkland nearby
(predicate vivienda#VERDE). Finally, the house belongs to a
building constructed in 1990 (predicate edificio#CONST).

This example shows that the final data model is simple,
intuitive and expressive. It respects the original conception
of the Census and its properties but adopts RDF and Linked
Data principles as common standards in the Web.

4.3 Linked Data out-links
The Linked Data fourth principle recommends making

links elsewhere in order to connect the data we have into a
linked Data web. The data provider should consider, firstly,
to identify potential out-links from its own data to well-
know data sets. This process is particularly peculiar for the
case of the Spanish Census because of the special entities
and properties used. Entities are anonymous and their IDs
respect the original data, thus they can not be present in
any other external data set. The vocabulary is also domain-
dependent, hence the commonalities must be identified in
the literal objects.

The accepted values for literal objects are well described in
the original documentation and, as shown in the example of
Figure 2, they are usually strings which are hardly repeated
in other contexts except for the countries, regions and town
names. These are the candidates for external linkage.

Geographic concepts are referred through GeoNames19:
a main component of the Linked Data project. Figure 3
shows an example of the new linked Data scheme. We cre-
ate new URIs for countries, regions and town names, which
act as the properties of the entities. These concepts link
to GeoNames entities (owl:sameAs predicate) whose URI is
constructed with a unique GeoNames Identifier the geo-
NameId. We maintain the reference to the original literal
text (rdfs:label) and the original code for the country, re-
gion or town (rdf:value). Geographic URIs naming conven-
tion follows the pattern geo/<code>, in which <code> consists
of the original code for the country or the region, or the
string concatenation of region and town code for the towns.

4.4 Parsing and publication
The process of conversion ends with the original file pars-

ing and final publication. The original file is parsed identi-
fying the entities and properties of the defined data model.
The accepted values for the original fields were encoded with
fixed length integers. In parsing, we substitute each integer
by the corresponding value. In turn, the GeoNames linkage

19http://www.geonames.org/
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Figure 2: Spanish Census RDF scheme example (URIs have been summed up).

Entity URI entity/ Naming Conventionvocabulary scheme

People personas/<id> <id> is a 10-char string identifying the home (6 chars) and the person inside it (4 chars).
persona#<FIELD> <FIELD> is a property of the person data.

Home hogares/<id> <id> is a 6-char string identifying the home.
hogar#<FIELD> <FIELD> is a property of the home data.

House viviendas/<id> <id> is a 6-char string identifying the home.
vivienda#<FIELD> <FIELD> is a property of the house data.

Building edificios/<id> <id> is a 6-digit integer sequentially assigned to identify n unique building.
edificio#<FIELD> <FIELD> is a property of the building data.

Nucleus nucleos/<id> <id> is a 8-char string identifying the home (6 chars) and the nucleus within it (2 chars).
nucleo#<FIELD> <FIELD> is a property of the nucleus data.

Table 1: URI scheme for census entities and their related vocabulary.

personas/0011450001 geo/28

persona#CPRON

28 “Madrid”

www.geonames.org/3117735

28 “Madrid”

rdf:value rdfs:label

owl:sameAs

Figure 3: Spanish Census geographical linkage.

is performed over the geographical concepts. The final RDF
file is built in N3 format. The total process reports these
statistics: 2, 039, 274 persons, 118, 255, 550 triples and 147
predicates. The size of the resultant data set is 14, 991 MB.

5. ARCHITECTURE AND DEMOS
The conversion of the Census into RDF and their links to

the Web of Data offer the basis for constructing rich appli-
cations by the administration and interested third parties.

We have published a website, http://census.lab216.com/,
built on top of the converted information. Its architectural
design is shown in Figure 4. RDF information is included
in a RDF store providing a configurable SPARQL endpoint
to run queries to the census data. Thus, applications can
be built on top of the RDF store and its SPARQL interface
or over other existing applications and demos. This allows

RDF

SPARQL

Figure 4: Spanish Census site arquitecture.

users to have online access to the data, the endpoint and the
applications. We choose Virtuoso 6.1.220 to implement the
RDF store which is built on a traditional relational database.

Figure 5 constitutes an example of a SPARQL user query
running on the system. The result of the query is the number
of Spanish and foreign people per age in the census data. It
makes use of normative SPARQL syntax and some Virtuoso
features from the relational databases such as the variable
renaming AS, and the count function.

We have developed visualization demos to show that the
use of the semantic information is easy and extensible. The
visualization flow is represented in Figure 6. Once the user
accesses the application, the request is redirected to the

20http://virtuoso.openlinksw.com



PREFIX p e o p l e :< http : / / c e n s u s . l a b 2 1 6 . com/ c e n s o /2001/ p e r s o n a#>
SELECT d i s t i n c t ( ? edad ) , count ( ? a ) AS ? es , count ( ? b ) AS ? ex
FROM <http : / / c e n s u s . l a b 2 1 6 . com/ c e n s o /2001>
WHERE{

{
? a p e o p l e : NACI ? n a c i .
? n a c i r d f s : l a b e l ? c o u n t ry FILTER ( ? c o u nt r y=" E S P A N A " ) .
? a p e o p l e :EDAD ? edad .

}
UNION
{

?b p e o p l e : NACI ? n a c i 2 .
? n a c i 2 r d f s : l a b e l ? coun try 2 FILTER ( ? co unt ry2 != " E S P A N A " ) .
?b p e o p l e :EDAD ? edad .

}
}
ORDER BY ASC ( ? edad )

Figure 5: SPARQL query over the census data.

VIRTUOSO
.sparql

json.xslj
�

�

�

�

�

�

�

�
SPARQL

Figure 6: Spanish Census site visualization flow.

Figure 7: Spanish Census site visualization demos.

server hosting the appropriate SPARQL query, i.e., each
demo has a related query for extracting the matching infor-
mation. The SPARQL endpoint runs the query and the re-
sult is converted to JSON21. These data are passed through
the Google Visualization API which finally produces the vi-
sualization shown to the user. Some examples of visualiza-
tion demos are given in Figure 7. The left figure represents
the study’s distribution of the population whereas the right
map locates the immigrant movement destination. The mid-
dle graph is the representation of the query in Figure 5.

6. CONCLUSIONS AND FUTURE WORK
The 2001 Spanish Census conversion to RDF and its en-

rollment into the Linked Data project is a very important
step in encouraging the development of the open govern-
ment philosophy. We show that there are easy solutions to
implement conversion processes leading to government data
transparency through open formats. In particular, statisti-
cal data can be modeled by abstracting their entities and
properties and the application of Linked Data principles.

Well-known Semantic Web techniques can be applied to
the resultant semantic data, enhancing data publication, dif-

21http://www.json.org/

fusion and use by third parties. We create a site implement-
ing an architecture on top of the RDF census data, providing
easy querying and visualizations demos.

We plan to offer this technology to the Spanish govern-
ment in order to develop a complete semantic application for
the upcoming 2011 Spanish Census, extending the processes
described in this paper.
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