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Abstract

Big Data management has become a critical task in many application systems, which usually rely on heavyweight

batch processes to manage such large amounts of data. However, batch architectures are not an adequate choice

for designing real-time systems in which data updates and reads must be satisfied with very low latency. Thus,

gathering and consuming high volumes of data at high velocities is an emerging challenge which we specifically

address in the scope of innovative scenarios based on semantic data (RDF) management. The Linked Open Data

initiative or emergent projects in the Internet of Things are examples of such scenarios. This paper describes a new

architecture (referred to as SOLID) which separates the complexities of Big Semantic Data storage and indexing

from real-time data acquisition and consumption. This decision relies on the use of two optimized datastores

which respectively store historical (big) data and run-time data. It ensures efficient volume management and high

processing velocity, but adds the need of coordinating both datastores. SOLID proposes a 3-tiered architecture

in which each responsibility is specifically addressed. Besides its theoretical description, we also propose and

evaluate a SOLID prototype built on top of binary RDF and state-of-the-art triplestores. Our experimental numbers

report that SOLID achieves large savings in data storage (it uses up to 5 times less space than the compared

triplestores), while provides efficient SPARQL resolution over the Big Semantic Data (in the order of 10 − 20

milliseconds for the studied queries). These experiments also show that SOLID ensures low-latency operations

because data effectively managed in real-time remain small, so do not suffer Big Data issues.

Keywords: tiered architecture, Big Semantic Data, real-time, RDF/HDT triplestores.

1. Introduction

Although Big Data is one of the buzzwords in the current technological landscape, there is no consensus in

its definition. A widely accepted meaning says that Big Data is “when the size of the data itself becomes part of

the problem” [24]. However, this definition basically states the most obvious dimension of Big Data: volume,

but obviates velocity and variety. The convergence of these three V’s [23] comprises the primitive (and most

accepted) Big Data characterization:

IA preliminary and significantly less detailed version of this research appeared in Proc. of ECSA’2013 [9].
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Volume: large amounts of data are gathered and stored in massive datasets created for different uses and

purposes. According to the statistics from the International Data Corporation1, the amount of digital data in

2012 is ten times higher than the existing in 2007. Thus, data production grows faster than computational power,

so storage is the first scalability challenge in Big Data management since preserving the data must be our first

responsibility. It is worth noting that storage decisions impact in data retrieval, processing and analysis.

Velocity: means how data flow, at high rates, in increasingly distributed scenarios. Two data streams can be

distinguished. On the one hand, streams of new data (potentially generated in different ways and sources) being

progressively integrated into existing (big) datasets. According to the IBM report [22], 2.5 quintillion bytes of

data are produced every day. On the other hand, we consider (potentially large) streams of query results produced

from user requests. Thus, velocity means how fast data is produced, demanded and served in real-time.

Variety: refers to the various degrees of structure (or lack thereof) within the Big Data [18]. Zikopoulos, et

al. [39] state that 80% of the world data is unstructured and these are growing at 15 times the rate of structured

information. This dimension is motivated by the fact that Big Data may integrate multiple sources: e.g. any

kind of sensor network, web logs, government data, social networks, etc. Obviously, each source describes its

own semantics, resulting in different data schemes which are hardly integrable in a single model. Thus, Big Data

variety demands a logical model enabling effective data integration regardless of their structure.

Although these three V’s provide a good Big Data description, the volume dimension deserves to be revised to

increase the scope of our work. One could think in terabytes, petabytes or exabytes when talking about Big Data,

but few gigabytes may be enough to collapse an application running on a mobile device or even in a personal

computer. Thus, the term Big Data is used, in this paper, to refer to any dataset whose size is greater than the

resources available for its storage and processing in a given computational configuration.

Any kind of architecture designed for Big Data management [3] must consider all the dimensions above.

However, its intended purpose restricts which one is first addressed. For instance, storage could be more critical

for a mobile application than for another one running on a powerful server, whereas data retrieval velocity is a

priority for a real-time application but not so critical for a batch-based process.

In this paper, we focus on an architecture able to gather, store, and expose (for consumption) Big Data in

real-time. However, computing arbitrary functions on an arbitrary dataset in real-time is a daunting problem [27],

and the desired architecture must address two main challenges:

1. It must store and expose big datasets containing historical data. This challenge demands a datastore able to

scale with volume requirements and also providing fast data retrieval.

2. It must gather and expose run-time data. In this case, a datastore must be optimized to process frequent new

data (incremental updates) that must be consumable in real-time.

Although each challenge can be independently addressed, their efficient integration remains a challenge by

itself because scalability and real-time Big Data management have conflicting needs. Our current proposal tackles

1http://www.idc.com/
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the problem of reconciling historical and real-time data requirements with a divide-and-conquer strategy where

both responsibilities are treated separately, providing specific mediators between them. These mediators must con-

sider that the full dataset comprises run-time and historical data, so both datastores can be coordinately accessed

for resolving potential data consumption functions in an efficient manner.

Our proposed architecture is designed on a strong assumption: In the presence of heterogeneous data, the

more data are integrated and managed under a common model, the more interesting knowledge may be generated,

increasing the resulting dataset value. In fact, value is usually referred to as the fourth V of Big Data. Thus, as

explained before, effective data integration demands a single logical data model which allows various levels of

structure to be managed within a dataset. To do so, we choose a graph-based model because it can reach higher

levels of variety before data become unwieldy, allowing more data to be linked and queried together [35]. Among

all graph-based models, we use the Resource Description Framework (RDF) [25], one of the cornerstone of the

Semantic Web [6], whose basic principles are materialized by the emergent Web of Data [20]. RDF reaches all its

potential when it is used in conjunction with vocabularies providing data semantics, i.e., giving meaning to each

different schema, thereby facilitating their efficient integration under a common umbrella. Although this improves

variety management, the use of RDF as logical model also restricts how data are finally structured, stored, and

accessed. Thus, it also influences volume and velocity dimensions.

Under these considerations, we design our proposal, SOLID (Service-OnLine-Index-Data architecture), as a

high-performance architecture for real-time systems managing Big Semantic Data, i.e., big RDF datasets. SOLID

tackles this scenario through a tiered configuration which separates the complexities of Big Semantic Data storage

and indexing from real-time data acquisition and consumption. This decision is based on the foundations of the

Lambda architecture [27], but SOLID adapts them for dealing with the specific RDF needs. Figure 1 illustrates the

SOLID configuration. The content tier is the central data core and groups three layers. On the one hand, the

Big Semantic Data is preserved on a data layer which realizes a datastore for serialized RDF. Besides storing

the historical data, this data layer provides functionality for basic RDF retrieval. The index layer is built on

top of the data layer and is responsible for providing indexed fast access to the Big Semantic Data. This ensures

efficient query resolution, typically through SPARQL [33], the de facto standard for querying RDF. Therefore,

the combination of these two layers brings a competitive solution for the first aforementioned challenge: storing

and serving Big Semantic Data containing historical data. On the other hand, the online layer deals with the

real-time issues. This layer realizes a more complex datastore which gathers run-time data and exposes them

for efficient SPARQL querying (satisfying the second challenge). All these three layers are grouped within the

content tier, which needs of two additional tiers acting as the aforementioned mediators: i) the merge tier

integrates the run-time data into the Big Semantic Data; and ii) the service tier asks to the index and the

online layers in order to resolve SPARQL queries combining results from the historical and run-time data.

This paper introduces SOLID as an innovative architecture for Big Semantic Data in real-time, and its main

contributions are summarized as follows:

• Our work reviews Lambda from the specific needs of RDF management at large scale. It brings out those

parts of Lambda that can be reused, with minor adaptations, and points out which ones must be redesigned.
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Figure 1: The SOLID architecture.

• We describe a new pipe-filter architecture for dealing with the specific SPARQL needs in the online layer.

Note that this layer assumes the responsbility of querying historical and run-time data in a coordinated way.

• We also provides a proof-of-concept SOLID implementation, developing a prototype which uses existing

semantic technology from the state of the art.

• Finally, we evaluate this initial SOLID prototype within an information system managing real-world RDF

data. On the one hand, our practical proposal for Big Semantic Data management achieves by large the

best numbers in space while competes in query resolution to the best triplestores. On the other hand, the

evaluated configurtions for the SOLID online layer ensure low latency operations in real-time.

The rest of the paper is organized as follows. Sections 2 and 3 review the state of the art. First, we describe the

Lambda architecture foundations for managing Big Data in real-time. Then, we motivate the importance of RDF

in the current technological landscape and introduce some basic technologies designed around this data model.

These concepts state the basic background for understanding our approach: SOLID, which is explained in Section

4. It is worth noting that the service tier is a new architecture by itself and Section 5 is devoted to explain its

foundations and how its internal components work. Section 6 shows the experimental results of a proof-of-concept

SOLID implementation which is evaluated within a practical deployment using real-world data. Finally, Section 7

concludes summarizing our achievements and devising the SOLID future evolution.

2. The Lambda architecture

Lambda [27] is the main representative of a dedicated architecture for Big Data management in real-time.

Before delving into its components, it is worth noting that Lambda is designed for managing raw data. That is,

each piece of information was not derived from anywhere else, so it is true simply because it exists. Beyond its

philosophical analysis, this principle of immutability [4] has a deep impact on the Lambda design because it states

that “data never change”, hence the architecture must only deal with data insertions. Avoiding data updates makes

Lambda simple and allows Big Data to be easily stored in flat files. Under these conditions, querying Lambda

requires computing arbitrary functions on the Big Data.
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Lambda breaks with the traditional approach of horizontal partitioning, and proposes a complexity isolation

which enables different requirements to be handled in dedicated layers. Lambda builds a 3-layer architecture

addressing Big Data and real-time requirements independently. These three layers are described below.

Batch. The batch layer stores Big Data by implementing the data immutability principle. It means that data are

not updated nor deleted, so only efficient insertion is required in this layer. Besides, the batch layer provides

primitive operations for computing arbitrary functions on the Big Data. This computation is performed in batch

and it obtains precomputed views that are used to answer specific queries. This decision prevents query functions

from runnning “on the fly” over the full dataset, but it only allows for resolving that queries that have been

previously declared. Thus, a mandatory (costly) step when answering new queries is to obtain the associated

precomputed views (over the full dataset).

Serving. The serving layer indexes the precomputed views to be efficiently queried. It must support batch updates

and random reads, but it avoids the complexity of dynamic insertions. By not supporting random writes, this layer

can be realized in a simple way. It only provides a query interface over the indexed views which must be updated

whenever the batch layer finishes their recomputations.

Speed. The speed layer is described as a full run-time data system in which insertions and arbitrary queries

are computed in real-time. Thus, it must support both random reads and random writes, increasing the layer

complexity with respect to the two previous ones. However, this complexity is mitigated by the fact that only

small amounts of data are managed in this layer. The speed layer gathers run-time data and manages them until

the corresponding indexed views make these data available through the serving layer.

Although each layer is designed for a specific purpose, they perform coordinately. The batch and the serving

layers are responsible for Big Data management while the speed layer assumes real-time needs. Three main

processing flows can be distinguished among these three layers:

• Data acquisition: all new data are sent to the batch and the serving layers in order to preserve them. On

the one hand, these new data are appended to the Big Data. It is worth noting that these data are not yet

available for consumption until these are materialized into the corresponding views. On the other hand, the

speed layer is updated with these run-time data in order to make them available from now on.

• Views computation: the batch layer runs in a continuous loop which recomputes views from the scratch.

That is, when an updated view is obtained (and it is made available through the serving layer), the batch

layer recomputes it again to integrate all raw data gathered during the previous computation. Thus, obtaining

an updated view means that some run-time data in the speed layer are no longer needed and can be discarded.

• Query resolution: Lambda makes data available through two layers: i) serving allows historical data to be

accessed through the corresponding views, while ii) speed exposes run-time data until their integration into

the Big Data. Thus, queries are resolved by getting results from both layers and combining them.
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As we will show in Section 4, both the responsibilities of the Lambda layers and the flows among them, are

considered in our approach. However, the particularities of semantic data management force us to revisit the

lessons learned from Lambda in order to optimize SOLID.

3. Semantic Data Management

This section introduces semantic data management and its more relevant trends. First, we set RDF foundations

and review the RDF adoption in some relevant scenarios. Then, we analyze the specific syntaxes used for RDF

serialization. SPARQL features are then summarized to show how RDF data are queried in practice. Finally, we

introduce the concept of triplestore and show the most prominent ones for Big Semantic Data management. More

detailed information about these topics can be found in [20].

3.1. RDF: Foundations and Applications

The Resource Description Framework (RDF) [25] provides an extremely simple data model in which entities

(also called resources) are described in the form of triples (subject, predicate, object). For instance, a given sensor

is identified as sens-obs:System 4UT01 and its description comprises the following triples2:

(sens-obs:System_4UT01, rdf:type, om-owl:System)

(sens-obs:System_4UT01, om-owl:parameter, weather:_AirTemperature)

(sens-obs:System_4UT01, om-owl:parameter, weather:_RelativeHumidity)

(sens-obs:System_4UT01, om-owl:parameter, weather:_WindDirection)

(sens-obs:System_4UT01, om-owl:parameter, weather:_WindSpeed)

The first triple states that sens-obs:System 4UT01 is a particular class of system (om-owl:System), and the remain-

ing four triples say that sens-obs:System 4UT01 reports measurements about air temperature, relative humidity and

wind direction and speed.

An RDF dataset can be seen as a graph of data in which entities and values are linked via labeled edges. These

labels (the predicates in the triples) own the semantic of the relation, hence it is highly recommendable to use

standard vocabularies or to formalize new ones as needed. Figure 2 represents an RDF fragment as a labeled

graph in which the white nodes (and edges between them) describe the previous triples, whereas shaded nodes

(and their corresponding edges) model a weather observation about the wind speed, which is 8.0 miles per hour.

Finally, the subgraph within the box is explained below. Note that labels between nodes describe triple predicates

(such as rdf:type or om-owl:parameter), whose semantics is formalized within their corresponding vocabularies.

RDF has been gaining momentum since its inception thanks to its adoption in diverse fields, such as bioin-

formatics, social networks, or geographical data. The Linked Open Data project plays a crucial role in the RDF

evolution [20]. It leverages the Web infrastructure to encourage the publication of such semantic data [5], provid-

ing global identity to resources using HTTP URIs. Moreover, integration between data sources is done at the most

basic level of triples, that is, to connect two data sources can be as easy as making connections between those

resources. It is also illustrated in Figure 2. The node sens-obs:LocatedNearRel4UT01 represents a location near

2This RDF fragment has been taken from the dataset used in our practical setup (see Section 6).
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Figure 2: An example of RDF graph modeling weather data.

to the previous weather station, and it is directly linked to the resource http://sws.geonames.org/5773517/ (which

describes a place called “Crosby” within the Geonames3 dataset).

This philosophy pushes the traditional document-centric perspective of the Web to a data-centric view, emerg-

ing a huge interconnected cloud of data-to-data hyperlinks: the Web of Data. Latest statistics4 pointed that more

than 61 billion triples were published in this Web of Data. Although each piece of information could be particu-

larly small (the Big Data’s long tail), the integration within a subpart of this Web of Data can also be seen as an

example of Big Semantic Data.

It is worth noting that, RFID labels, Web processes (crawlers, search engines, etc.), smartphones and sensors

are potential sources of RDF data. These are the main players in the so-called Internet of Things, in which the

Linked Data philosophy can be applied naturally by simply assigning URIs to the real-world things producing

RDF data about them via Web [30]. As a result, the activity of all involved devices is recorded and linked between

them, enabling large projects (such as the emergent concept of smart-cities) to be successfully implemented.

3.2. RDF Syntaxes

One main decision when managing RDF data is the underneath format, since the RDF data do not restrict

how data are finally serialized. RDF/XML [2] was originally recommended as the RDF syntax. It restructures

the RDF graph to be encoded as a XML tree. However, this decision preserves a document-centric view, and

introduces high levels of verbosity, which is not acceptable when Big Semantic Data must be serialized. Although

some other syntaxes (N3, NTriples, Turtle, etc.) have been proposed later [20], the potential of big RDF datasets

remains seriously underexploited due to the large space they take up [26]. RDF/HDT5 [26, 16] was the first syntax

designed bearing in mind the final serialization volume.

3http://www.geonames.org
4http://stats.lod2.eu/
5HDT is W3C Member Submission from 2011: http://www.w3.org/Submission/2011/03/.
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RDF/HDT is a binary syntax which reduces verbosity in favor of machine-understandability. It allows Big

Semantic Data to be efficiently managed within the common workflows of the Web of Data, being an ideal choice

for storage and transmission (it takes up to 15 times less space than traditional RDF syntaxes [26, 16]). In ad-

dition, the RDF/HDT specification comprises specific configurations of compact data structures which enable to

easily parse and load Big Semantic Data in compressed space. These configurations have been extended [26] to

provide efficient triple pattern and join resolution on top of the RDF/HDT representation. The resulting technique

(called HDT-FOQ: RDF/HDT Focused on Querying), leverages the inner RDF/HDT structure to build a lightweight

solution in which “the data are the index”. HDT-FOQ demands little more space than the original RDF/HDT repre-

sentation, largely reducing the spatial requirements reported in the state of the art. Besides, it reports competitive

querying performance [26] with respect to mature triplestores such as Virtuoso [13, 14] or RDF3X [29].

3.3. SPARQL: a Graph-oriented Query Language for RDF

SPARQL [33] is the query language for RDF. It is a graph-oriented language regarding triple patterns as the

atom queries. A triple pattern follows the RDF triple structure, but the subject, the predicate or the object may be

a variable. For instance, the triple pattern (sens-obs:System 4UT01, om-owl:parameter, ?X) asks for all objects: ?X

related to the subject. In the previous example, it returns the measurements reported by the given weather station:

weather: AirTemperature, weather: RelativeHumidity, weather: WindDirection, weather: WindSpeed.

More complex queries are built by joining sets of triple patterns. These queries, generically referred to as Basic

Graph Patterns (BGPs), can be then combined through unions or optional constructions. Besides, the returned

values can be filtered using different functions. Thus, SPARQL engines must provide, at least, fast triple pattern

resolution and efficient join methods. Moreover, BGP resolution relies on obtaining effective execution plans

which optimize the order in which each triple pattern is resolved. Although query optimization is orthogonal to

the current work, it is worth noting that the architecture must provide effective mechanisms for its implementation.

3.4. Triplestores

Big Semantic Data management turns around triplestores (also called RDF stores). The aforementioned Vir-

tuoso or RDF3X are only two well-known examples within an universe of triplestores. All of them implement

RDF as logical data model and provide SPARQL resolution. However, they differ in how they organize and store

semantic data for processing and query optimization. Although triplestores arise as a direct solution to the problem

addressed in this paper, recent studies (like the last report of the Berlin SPARQL Benchmark: BSBM6) show that

Big Semantic Data management remains an open problem.

BSBM is built around an e-commerce use case, where a set of products is offered by different vendors and

consumers have posted reviews about products. It is designed to compare the performance of triplestores providing

SPARQL resolution. Thus, it does not focus on real-time management, although the numbers reported about query

resolution provide the empirical background for our research in Big Semantic Data management. In the following,

6http://wifo5-03.informatik.uni-mannheim.de/bizer/berlinsparqlbenchmark/results/V7/index.html
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we briefly review the triplestores involved in this benchmark, emphasizing on how they tackle i) the historical data

storage and querying, and ii) the run-time gathering and querying.

Virtuoso [13, 14] is a widely used triplestore in many semantic-based projects. Regarding storage, it relies on

a relational infrastructure, using a huge single table of four columns: the three dimensions of the triple (S,P,O)

plus the graph (G) it belongs. This approach enables multiple graphs (datasets) to be managed in a single schema.

Each tuple is stored as a quad of IDs, each one referencing a dictionary structure which stores the corresponding

terms. This dictionary transformation is a common decision for reducing RDF storage requirements.

Using a single table for RDF storage forces Virtuoso to perform many (and potentially expensive) self-joins

for SPARQL resolution. It builds two main indexes for speeding up these operations: the primary key (P,S,O,G)

and a bitmap index (P,O,G,S). In addition, another three partial indexes (SP, OP, and GS) may be built. Besides

the increase in storage costs, using such index structures may degrade performance because run-time data and

historical data are stored in the same table, hence potentially all indexes must be updated. If there are many

updates and values do no repeat between consecutive states, the additional indexes will get polluted and must be

dropped and rebuilt. This situation could be frequent for run-time data management in our target scenario, so the

additional indexes should be discarded. Nonetheless, note that the indexes in Virtuoso are optimized for workloads

of bulk-load and read-intensive access patterns, with few deletes. This assumption perfectly matches the challenge

related to historical data management, but disregards the real-time one.

From version 7 (tested in our experiments), Virtuoso uses column-wise indexes [12] and introduces improve-

ments to boost query parallelization [34]. Virtuoso can also be deployed as a cluster based on horizontal partition-

ing. All these features promote Virtuoso as the common state-of-the-art triplestore these days.

BigData7 is a triplestore following the dynamic horizontal partitioning mechanisms used by the Google bigtable

architecture [8]. Regarding RDF storage, it models data in the form of quads (S,P,O,G) and indexes them by fol-

lowing the YARS2 [19] strategy. Nevertheless, BigData supports two modes: with or without graph information,

using either 6 or 3 indexes respectively. These indexes are implemented using traditional B+Trees together with

advanced caching mechanisms and many tunable parameters.

The BigData policy for run-time data management has some commonalities with our approach. It uses a

dedicated “journal” machine absorving writes until a given threshold. Once this value is reached, this journal is

closed and a new one is opened for gathering new data. Meanwhile, data from the first journal are stored optimally

in a B+Tree file (segment file) which is then added to the index. Periodically, some segment files are compacted

into a single one. This design tries to find the balance between massive inserts and efficient query. It is worth

noting that all these operations are performed while BigData remains online for reads and writes on the different

index partitions. In practice, BigData is deployed as a cluster using dynamic key-range partitioning.

BigOWLIM (recently renamed OWLIM-SE) is a high-performance tripestore widely known by its advanced

inference algoritms [7]. Regarding RDF storage, it makes extensive use of the features and infrastructure of

7http://www.systap.com/bigdata.htm
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Sesame8. BigOWLIM uses two main indexes: (P,O,S) and (P,S,O) for speeding up query resolution. Besides, it

supports similar partial indexes than Virtuoso and it allows the graph dimension to be also stored and indexed.

Particular space/time tradeoffs are practically tuned using parameterized compression.

In practice, BigOWLIM is deployed as a cluster of machines where replication is used to boost resilience

and scalable query answering [7]. In this configuration, nodes can play as “masters” (gateways of all requests)

and “workers” (operation nodes). Although more than one master are allowed, only one of them operates in

read/write mode (the remaining masters only provides query functionality). This read/write node handles run-

time updates which are evaluated against a single worker node, and then are passed to the other workers if the

update is successful.

Jena TDB9 is a persistent, native RDF storage implementation for the Jena framework. It stores historical data

using traditional B+Trees of triples or quads, and also performs dictionary compression for saving storage re-

sources. SPARQL resolution leverages on the features provided by the ARQ architecture (the same that we use in

our prototype). It uses a well-tuned optimizer obtaining query plans which makes extensive use of index-joins.

TDB does not make specific decisions for run-time data management. Thus, these data are stored with his-

torical data, so files and indexes are also incrementally updated. This fact may degrade the overall performance,

reducing the insertion throughput and also increasing query resolution times. While TDB is not as advanced as

state-of-the-art commercial solutions, its open source nature makes it ideal as a baseline for experimentation.

4. The SOLID Architecture

Our solution for the stated problem –to be able to reconcile the requirements of Big Semantic Data processing

and the need to consider the flow of incoming run-time data– is to define a generic architecture able to simultane-

ously deal with both approaches in semantic scenarios. As reviewed in the state of the art of triplestores, no specific

architectural decisions have been made to manage semantic data at large scale. In general, the different solutions

propose particular implementations, and work on some kind of partitioning to improve scalability. In contrast,

architectures such as Lambda suggest interesting ideas for Big Data management and real-time processing, but

some of their decision must be revisitied in the semantic scenario.

SOLID is designed as a 3-tier architecture in which the content tier is a container of the three data-centered

layers (online, index, and data), while the merge and the service tiers play as mediators between the

data layers. Thus, SOLID is really a multi-tiered, layered architecture. Figure 3 organizes these tiers and illustrate

the different communication flows between them.

Summarizing, SOLID uses a large datastore for Big Semantic Data, which is indexed to allow fast querying.

These responsibilities are respectively assumed by the data and the index layers. At the same time, the flow

of real-time data is managed in a temporary datastore (online layer), until it is eventually merged in the main

8http://www.openrdf.org/
9http://jena.apache.org/documentation/tdb/index.html
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Figure 3: Configuration of tiers and layers in SOLID and communication flows between them.

dataset by using a massive-parallel batch process (merge tier). When the system receives a query, it coordi-

nately asks the two datastores in a completely user-transparent way. This “abstraction” (service tier) has to

make certain decisions to fit each concrete case, such as the particular nature of the datastores and their different

implementations. The next sections are devoted to explain this sort of compromises.

4.1. Content Tier

The content tier comprises three data-centric layers assuming all data storage responsibilities, both for Big

Semantic Data and for new run-time generated data. Besides, this tier must provide, through the corresponding

layers, efficient mechanisms for data retrieval and query resolution. This tier can be analyzed from two comple-

mentary perspectives. On the one hand, the data layer and the index layer assume, in conjunction, the re-

sponsibility of Big Semantic Data management. Both are designed around binary RDF foundations which enable

spatial savings and also competitive RDF retrieval. On the other hand, run-time data management are addressed

in the online layer by using triplestore technology. All these layers are described in the following.

The data layer. The data layer is designed for assuming the complexity of Big Semantic Data storage and

follows the same principles than the batch layer in Lambda. That is, it stores raw data considering the immutability

principle [4]. As explained before, triples are the minimum piece of information in RDF, so this data layer can

be seen as a simple triplestore in which data can never be altered or deleted, only insertions (in batch) are allowed.

Raw semantic representations are directly related to RDF serialization syntaxes. As explained in Section 3.2,

most of these syntaxes were not designed taking space in mind, so they are too verbose for Big Semantic Data

storage. Besides, their flat organizations force the use of (heavyweight) data structures for efficient data accessing.

Giménez-Garcı́a et al. [17] report that some approaches have used single line notations (or variants with some
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optimizations) for storing Big Semantic Data in Map-Reduce scenarios [10], but their numbers are not competitive.

We design the data layer for storing raw triples using binary RDF. Binary serializations are designed to be

machine-understandable by themselves. It allows raw RDF data to be easily parsed, loaded, and accessed using

simple data structures which leverage that binary representations are more compact than traditional ones. We

choose RDF/HDT [16] as storage format for the data layer because it is the most accepted binary format, as

demonstrates its acknowledgment by the W3C [15]. This decision has two important consequences in SOLID:

• RDF/HDT performs a subject-based arrangement, so all triples sharing the same subject are stored together.

This fact allows triple pattern queries with bounded subject (those providing the subject) to be directly

resolved by simply locating where the given subject is encoded in the RDF/HDT representation. Thus, the

data layer provides basic functionality for RDF retrieval which will be then used by the index layer.

• RDF/HDT representations are read-only, and it forbids new data to be directly inserted on them. Insertions

require RDF/HDT to be rebuilt and this process is performed in the merge tier (see Section 4.2).

The index layer. The index layer assumes the complexity of exposing Big Semantic Data for efficient querying

and it is designed to perform in conjunction with the data layer. It leverages the retrieval facilities provided by the

data layer to build a full-index solution in compressed space. Obviously, this becomes a major achievement for

addressing the volume dimension, but also for the velocity given that managing smaller representations minimizes

I/O costs for query resolution.

This layer realizes the innovative concept of self-index [28], in which the encoded data is integrated as part

of the index structure. To do so, the index layer comprises a particular configuration of succinct data structures

[26] which indexes the binary RDF storage in the data layer. This decision guarantees efficient triple pattern

(TP) resolution. Note that TPs are the SPARQL atoms, so they are used exhaustively in all kinds of queries.

Once TPs resolution is already ensured, the index layer must address efficient joining because, as explained in

Section 3.3, Basic Graph Pattern (BGP) queries rely on conjunctions of TPs. This challenge is easily achieved by

implementing traditional join algorithms [11] on top of the aforementioned data structures. Finally, full SPARQL

support requires deploying a specific SPARQL processor which leverages the capabilities for TPs and BGPs res-

olution. This component is also responsible for providing a SPARQL interface enabling communication between

the current layer and the service tier. As we will describe in Section 6, our prototype uses the Apache Jena

framework10 on top of the RDF/HDT infrastructure in the current layer.

As stated below (see Section 4.2), the data structure configuration is updated when new run-time data, from the

online layer, are integrated into the Big Semantic Data. It allows the indexing machinery to be always updated

for fast querying the historical data stored in the data layer.

The online layer. While the data and the index layers are responsible for Big Semantic Data management, the

online layer assumes exclusively the complexity of managing run-time data. Its design follows the principles of

the speed layer in the Lambda architecture. That is, the online layer is characterized as a fully real-time data

10http://jena.apache.org/
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system supporting fast write operations and efficient query resolution. Note that this layer also has a SPARQL

interface for communications with the service tier.

The online layer can be understood, within the content tier, as a large buffer in which streams of run-

time data are temporarily managed before being inserted into the historical data storage. Thus, it must capture

streams of new RDF fragments and store them into a high-speed triplestore, while providing efficient SPARQL

resolution on these run-time data. In practice, the online layer stores small amounts of data (in comparison to

that managed in the bottom layers) in order to preserve high-performance for insertions, and SPARQL resolution.

This layer is also responsible for triggering the integration of run-time data within the data layer. This may

occur when the amount of stored temporary data reaches a certain threshold, or it can be made on demand: e.g.

during times of low workload. Anyway, the online layer dumps its data to be used as input of the merge tier. A

copy of these dumped data is kept in the online layer until these are effectively integrated in the data layer. In

this moment, the copy of the dumped data must be removed from the online layer because these data are now

available through the index layer.

4.2. Merge Tier

The merge tier plays mediator role between the online and the data layers as it assumes the responsibility

of run-time data integration within the Big Semantic Data. Thus, this tier enables SOLID for balancing the amount

of data which is managed in real-time before being integrated into the Big Semantic Data.

This tier remains dormant (without any kind of activity or consumption) until it is activated by the online

layer. In this moment, the merge tier receives the dump comprising all run-time data stored in the online layer

as input, and it starts the integration process. First, it checks how the dump has been serialized and transforms it

into RDF/HDT (if necessary). Then, the dump is progressively scanned to evaluate the insertion point of each triple

within the Big Semantic Data. This process continuously accesses to the data layer, hence the reconstruction

of the new Big Semantic Data representation, in which the run-time data are effectively integrated, requires a

significant computational effort. Once the new data representation is obtained, the merge tier is responsible for

notifying it to the data and the online layers. The new Big Semantic Data representation is stored in the data

layer, conforming the new historical data. The data structures in the index layer are then rebuilt, and it is only at

this point that the previous data and structures in both layers are replaced and discarded. At that time, the online

layer deletes the integrated run-time data, and the merge tier process finishes until new request.

The merge tier is designed to perform in batch to isolate the integration process from the remaining ac-

tivities performed in the normal operation. How the merge tier is implemented is a pure algorithmic problem

and its details are out of the scope of this paper. However, it is worth noting that it is a time-consuming, but

highly parallelizable, process. The merge tier can be deployed in a dedicated high-performance machine able to

scale with the computational resources demanded by the process. Nevertheless, it is an ideal scenario for using

highly-distributed technology. For instance, the merge tier can be also realized by using the Map-Reduce [10]

framework. Even combining both perspectives may be a better solution in some scenarios. Anyway, this decision

must be made according to the system needs and resources, and SOLID is enough flexible to support it.
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4.3. Service Tier

The service tier plays as mediator [37] between the online and the index layers and is responsible for

querying their corresponding datasets (through the corresponding SPARQL interfaces in each layer). It acts as a

façade to the outside and provides a query API which allows SPARQL queries to be formulated by different types

of clients (human users or automatic applications). As shown in Figure 3, the Query Processor module collects

and parses queries (playing a similar role than a query processor in a database management system [11]) and

builds Dynamic Pipelines whose configurations are optimized to resolve the corresponding queries. To do this,

the service tier has a Filter Library (FL) which implements the SPARQL constructors, and the Query Processor

connects them within a dynamic pipeline optimized for resolving the given query.

The different filters, within a dynamic pipeline, interact with the content tier to retrieve all the data needed

for resolving a given query. These data are directly extracted from the online or the index layer, but can also

cross between them (e.g. historical triples describing a given entity in the data layer can be joined with run-time

triples providing its last recorded features in the online layer). It allows the real-time features from the online

layer to be effectively combined with the fast querying provided by the index layer, without compromising any

of them. The flow of data, within the pipeline, comprises intermediate query results and the last filter refines them

to deliver the final resultset to the client.

Therefore, the service tier core is a pipe-filter structure allowing different configurations of pipes and filters

to be adopted in order to improve query performance. In practice, it means that the service tier plays as query

optimizer [11] over the full dataset by leveraging its mediator role. This tier has a significant complexity, and it

is one of the main novelties in the SOLID architecture. While the rest of the architecture is supported by previous

experience (either in the information retrieval, databases, or the software architecture fields), the approach in the

service tier is a source of innovation in this context. This tier is described in detail in Section 5.

4.4. SOLID in Action

Once the main SOLID structure has been explained, we are able to describe its dynamical behavior. We first

explain its processing flows, which are slightly different to that reported for the Lambda architecture:

• RDF acquisition: each new triple is gathered by the online layer which makes it available in real-time.

This is a difference regarding Lambda in which each new piece of data is duplicated and preserved in the

batch and the serving layers, but only the last one exposes new data in real-time.

• RDF/HDT recomputation: this process integrates the run-time data and the previous historical data, per-

formed by the merge tier at the request of the online layer, as explained before. The integration is

comparable to the views computation in Lambda, but there is an important difference: SOLID recomputes

the single RDF/HDT serialization every so often, while Lambda recomputes multiple views continuously.

Thus, the merge tier rarely requires resources for recomputation purposes, but in Lambda these resources

are always used.

• SPARQL resolution: this process is performed by the service tier and basically asks coordinately the

online and the index layers to achieve candidate results from the run-time and the historical data. This
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Figure 4: SOLID practical workflow.

process is conceptually similar to that performed in Lambda, but the particular features of SPARQL restrict

how SOLID implement the inner query process.

SOLID describes a simple workflow which states how and when these processes can be performed. This

workflow, illustrated in Figure 4, has three stages: bootstrapping, normal operation, and integration.

Bootstrapping. This startup stage is responsible for initializing the SOLID infrastructure before system boots. If

the new system has any historical data (for instance, data from a legacy system which is replaced for the new one)

it must be effectively stored in the data layer. This is a simple process which serializes the original data using

RDF/HDT. Once this representation is obtained, the index layer is also initialized by building the corresponding

data structures for accessing the data layer. From this moment, the architecture state evolves to the next stage

and the system is ready for operation.

Normal Operation. In this stage, SOLID provides i) RDF acquisition, and ii) SPARQL resolution functionalities.

It requires that the SOLID implementation guarantees the following needs:

• The new run-time triples must be stored without losing any data. It means that the online layer have

enough space to store these new gathered data.

• The online layer must ensure enough processing throughput to gather all new run-time data. In practice,

this throughput tends to deteriorate as the amount of data stored in this layer grows.

• Finally, query performance must be within an expected time. The service tier has a leading role for this

issue because it is responsible for optimizing query evaluation to boost response times. However, query

performance deteriorates, in practice, with the increasing amount of data stored in the online layer.

As can be seen, all warning conditions are directly related to the online layer because it is the only respon-

sible for managing real-time needs. Thus, its implementation must control the aforementioned needs in order to

move to the next stage in which run-time data are inserted into the Big Semantic Data. Obviously, this transition

must be triggered before the overall performance is deteriorated.

Integration. This is the most resource-intensive stage because the architecture must guarantee normal operation

(RDF acquisition and SPARQL resolution) and must also perform RDF/HDT recomputation. Although RDF/HDT

is recomputed (in batch) within the merge tier, all data layers are indirectly involved to ensure data consistency.

This stage comprises the following steps:
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1. The integration stage is activated by the online layer. All data stored in this layer are tagged as “old data”

and their dump is serialized using any valid RDF syntax. Meanwhile, the new acquired data are processed

and stored as usual. Thus, querying the online layer, during the current step, involves evaluating the new

run-time data and also the “old data”.

2. Once the run-time data have been dumped, the merge tier begins its operation. Note that a previous

transformation to RDF/HDT could be required before starting the recomputation process.

3. The RDF/HDT recomputation process is performed and a new Big Semantic Data representation (including

the previous Big Semantic Data and the new run-time data) is obtained.

4. The new Big Semantic Data representation is hosted at the data layer and the data structures in index

layer are rebuilt.

5. Finally, all data layers are updated. The data layer and the index layer replace their representations

(which are then deleted) by the new generated ones, and the online layer deletes the “old data”, but

preserves those data gathered from the beginning of the current stage.

As shown, this stage assumes all responsibilities of Big Semantic Data dynamics through the merge tier.

Nevertheless, all layers within the content tier are also coordinated around the merge tier, and their contents

are synchronized at the end of the current stage. After finishing this stage, SOLID returns to its normal operation.

5. Service tier

The service tier is the part of the architecture that presents an interface to external users, including systems

and humans alike. The tier is just conceived to provide a suitable API - this is the part which affects the architecture

purpose and functionality. Other related concerns –such as the design and conception of an adaptive interface–

will not be described or considered here.

Since the original inception of the SOLID architecture, it was intended to base the service tier on the expres-

sive power of the SPARQL language. Besides of its syntactic alignment with RDF, we choose SPARQL because it

is enough expressive to describe any potential query. Thus, this choice ensures the generality of the SOLID archi-

tecture. Furthermore, its expressive power enables SPARQL for working as an interface in architectural terms. We

use SPARQL, either implicitly or explicitly, both as an inner and as an outer interface. Inside the architecture, it is

used to perform all necessary queries: both to the index layer and to the online layer. Outside the architecture,

as we have already noted, the language can be considered equivalent to an API definition. It can be used directly

to provide a linguistic, low-level interface to an external user or system; or it can be also used to serve as the basis

for a high-level interface.

Mediator role. As a consequence of the decision above, the service tier acts as a façade, in the sense that its

purpose is just to present an external interface, while at the same time doing so with the minimal intervention.

Ideally, every query received by the service tier must be multiplexed: forwarding the query both to the

interface of the index layer (Big Semantic Data) and to the interface of the online layer (run-time data). Each

layer would then answer to their clone of the query using their own interface, and the corresponding resultsets
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would be simply merged and returned to the external user. In summary, the tier would just perform fork & merge

routines, and all the query processing would be actually done by the online and index layers. Although this

description is valid for triple pattern resolution, it is not enough for general SPARQL queries. Just consider the case

of a basic SPARQL join (on) in which data (triples) only present in the online layer are related to data (triples)

only present in the data layer. Those “crossed” results would be missed in a fork & merge approach.

Therefore, the service tier actually plays the role of an intermediate entity, able to provide complex inter-

connections between our triplestores, and to define specific plans to perform, distribute and even optimize complex

queries. It provides the specifically designed behavior which allows to combine two separate triplestores into a

federated one. In summary, rather than a façade, it is obviously a mediator [37], almost by definition. To perform

its function as a mediator, the tier must be able to analyze and adapt the queries it receives, i.e. it must parse the

SPARQL language, and therefore it acts as a query processor itself [11].

Algebraic approach. Though most implementations of the SPARQL query interface use a direct approach, and

rely on specific optimizations, it is also obvious that the design of the language and the set-based nature of its

semantics makes an algebraic interpretation particularly feasible. Indeed, the SPARQL recommendation [33] also

states the algebraic definition of its operators.

We do not intend to provide an algebraic interface; on the contrary, we try to exploit the algebraic properties

of the language. Algebraic structures imply compositionality, and hence the definition of architectural solutions.

Therefore, SOLID leverages the algebraic structure of SPARQL queries to build a suitable architectural structure,

which is able to query the corresponding datasets. In summary, the service tier generates a specific interpreter

for any concrete query it receives, and this interpreter is shaped by composition in the form of a dynamic pipeline,

i.e. a compositional workflow.

The service tier is formed by two fixed elements, and a variable number of dynamic pipelines, generated to

answer to working queries. The fixed elements are the Query Processor (QP) and the Filter Library (FL). The first

one receives external queries, and reacts by generating a specific pipeline which would be able to deal with each

one. The FL provides the source filter-components which will be used by the QP to build that pipeline. That is, the

QP will be able to parse the received query and to design the pipe-filter configuration able to deal with it. As there

is a limited number of syntactic elements in the language, there is also a limited number of corresponding filter

types. These filter type definitions are then fixed, and will be previously stored in the FL; during system operation,

filters will be used by the QP to instantiate the corresponding pipeline in every case, as a reaction to every query.

We will describe the functionality of these elements in more detail in the next two subsections, while dynamic

pipelines are explained in Section 5.3.

5.1. The Query Processor

Instead of trying to provide a generic architectural structure able to deal with any potential query, we choose

a more dynamic approach: the different query patterns are parsed by the Query Processor (QP), which in turn

generates that structure. That is, the subsystem which will actually perform the query and process the resulting

data will be dynamically generated by the QP.
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The inspiration behind the QP comes from the algebraic approach and leverages the inner structure of SPARQL

queries. The QP relies on the pattern structure of queries. SPARQL is able to perform several simple operations,

which will be implemented by specific (simple) components; and the query will combine these operations accord-

ing to certain patterns, which will be in turn defined as specific compositional structures. To be able to define

these structures, we have to consider that the resulting architecture must comply with a set of constraints, i.e. it is

defined within a certain architectural style. As we are essentially obtaining and processing a dataflow of indefinite

size, the obvious (and in many regards, the optimal) choice is a pipe-filter architecture, i.e. a pipeline.

Therefore, the structure of the pipeline to be generated by the QP depends directly on the structure of the query

language. If the query defines n different operations to be performed on the data flow, we must have n filters in

the corresponding pipeline; and these filters will be composed according to the specific structure of the current

query, as will be defined in the following. To simplify the generation process, the QP distinguishes the kinds of

operations in the query language, and stores them as filter types in the Filter Library (FL), as described below.

Thus, the FL is just a subsidiary component for the use of the Query Processor.

Then, in the next subsection we will describe the corresponding kinds of filters and their component structure,

to describe later (Section 5.3) the way in which they are composed, following again the structure of the query

language, to define the dynamic pipeline. Indeed, both sections are actually describing the behaviour of the QP

generator but, at the same time, this presentation also describes how the different parts in the service tier work,

and how their combined operation provides the required functionality, thus defining the full interface.

5.2. The Filter Library

There are essentially five structural constructs in the SPARQL language. The simplest one, and the basis of any

query operation, are triple patterns (TPs). These TPs are usually combined using joins (on) to realize the concept

of Basic Graph Pattern (BGP). Unions, optionals, and filters11 are used in more general graph pattern queries.

Therefore, it is enough to describe briefly the structure of these five sorts of elements –with their many

variants– to provide a clear perspective on the way in which the QP combines them to generate the corresponding

pipeline. It is worth noting that the filter variants depend i) on the alternatives defined in the query language itself,

which can be grouped on a common component, and ii) on the different situations that may happen within the

SOLID architecture, that is, when querying the online and index layers.

We must consider two different kinds of filters; namely, the basic operations which can be directly imple-

mented by single filters, and the composite operations which must be implemented by composing those filters,

following certain patterns. Moreover, these composites can sometimes contain composite filters themselves, along

with basic filters of the first kind. The Filter Library stores direct implementations of the former, and both sup-

porting implementations and architectural templates for the latter. Both kinds will be instantiated by the QP as

11These filters, syntactic elements which provide the means to define a constraint in SPARQL, must not be confused with the filters in

a Pipe-Filter architectural style, which of course refers to a wide range of architectural components. The difference should be obvious by

context; to avoid the confusion, we use when necessary the expression “filter-patterns” (FPs) to refer to the first meaning, even when it is not

exact in terms of SPARQL syntax, where those are just a specific kind of filter.
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Figure 5: Querying a Triple Pattern: Definition of a TP-filter

required, while parsing the current query at hand, as already noted.

From the syntactic classification above, we can distinguish five kinds of filter components in the Filter Library,

which will be described in some more detail in the following. Namely, those are TP-filters, join-filters, union-

filters, FP-filters and optional-filters (for the sake of simplicity, we will sometimes use the abbreviated form: TP,

join, union, FP and optional). All of them are assumed to be designed as standard filters to be used for a standard

pipeline, assuming the usual properties [36]; so we will assume also the use of standard pipes, which do not require

any additional comments.

TP-filters. These are conceived as unary filters, corresponding to the answer to a simple triple pattern in a

standard triplestore. They have just one input (the pattern) and one output (the corresponding resultset). Triple

patterns are atomic queries: there are eight different kinds of TPs (determined by the combination of bounded

elements and variables in a triple pattern), but there is no need to specialize them to describe the way in which

they provide an interface to a triplestore.

TP-filters are not just standard filters which simply transform input data, because –as just noted– they are meant

to interface to a triplestore. Therefore these are actually source filters (i.e. data sources in a dataflow architecture),

where the input TP should be considered just as a parameter. Moreover, there is an additional implicit input to the

filter, which is the interface to the triplestore: the TP-filter simply presents the input expression (the triple pattern)

to the corresponding triplestore which returns the corresponding resultset.

The resulting TP-filter structure is summarized in Figure 5. Externally, the TP-filter can be presented as a

simple filter, as we can see in the top square of this figure. A certain TP is provided to the filter, which in

turn returns the corresponding resultset. The rest of the operations (including the access to the triplestores) are

transparent at this level. Internally, the filter operation is a bit more complex. As illustrated at the bottom of the

figure, the TP-filter has an “internal” composition of elements implementing the “external” filter interface we just

described. The operation is simple and rather obvious: the TP expression is just copied twice and sent to the two

“internal” TP-filters. Note that both filters have an additional interface to the triplestore (black port icon on top of

the filter). One of them asks to the index layer, while the other asks to the online layer. Each one returns its

corresponding resultset which are then merged by using the union-filter (which, in this case, does not need to ask

any layer). Finally, the merged result is provided as the output of the composite.
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Join-filters. The second, and arguably the most complex, kind of filter is that of join-filter. It implements the

well-known join operator from relational algebra [11], but matching expressions in terms of TPs.

Joins are originally defined as binary filters; that is, a join is used to combine two input sources, exploiting

some internal similarity between them. A join filter can be used in three different ways: i) to relate two sets

of triples we already have (i.e. the resultsets from previous operations), ii) to query a triplestore in search of

additional information, or iii) both. Therefore, there are three different potential combinations:

• Where both inputs to the join are TPs. The join-filter itself has to access both triplestores, which in turn can

lead to several different combinations. This will be described in more detail in the next subsection, when

describing composite filters.

• When one of the inputs is a TP, but the other is the resultset of some previous operation. In this case, the

solution is much simpler: the resultset provides a contained set of data, which are the only triples we are

interested to join when querying the triplestores. Then we can use these data as specific keys when matching

the TP in both triplestores. This behavior is comparable to that performed by an index join algorithm [11].

• When both inputs are resultsets. In this case, the TP-filter performs as a standard filter because there is no

need to access the triplestores. Incoming data flows are simply processed inside the filter, and then present

the combined set in the output. This processing may implement merge join or hash join algorithms [11].

In summary, the join-filter receives two sources of data, and combines the contents in these input dataflows,

accessing the triplestores (both of them) when necessary; the joint resultset is presented in the output.

FP-filters. A FP-filter is very similar to a standard architectural filter, as its purpose is to restrict the set of

incoming data according to some condition. It is conceived as a unary filter, even when it has two inputs: the

input dataflow, which is the proper input (i.e. the resultset of some previous operation), and the filter condition

(a logical or arithmetic expression, a regular pattern, etc.). Filters of this kind are trivial and need not any further

explanation at this stage.

Union-filters. The union-filter realizes an internal logic comparable to the standard union from set theory. Ba-

sically, it combines (juxtaposes) contents from two inputs, following the same cases explained for the join-filter:

two TPs, a resultset and TP, and two resultsets. Nevertheless, union-filters are internally simpler than join-filters

because no crossing conditions must be evaluated.

Optional-filters. Finally, the last kind is that of optional-filters, which can be described as a special case of a

join-filter. By definition, the OPTIONAL operator in SPARQL is equivalent to the left-outer-join from relational

algebra [11]. Thus, it presents the three same cases described for join-filters and their resolution is addressed

following the same principles.

Therefore, all these filters can be used just like standard filters, to act only upon the incoming input, or can

access to the corresponding triplestores, i.e. to perform a sub-query. For this reason, filters have an additional port
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(indicated in figures as a black port icon on top of the filter) used as interface to the corresponding triplestore. In

practice, this is implemented using two different versions of the same filters, those which use the triplestore inter-

face and those which do not. But for the sake of simplicity, we will represent both ones including the additional

port. It is easy to deduce when this port is not used – essentially, when it is not linked to any external triplestore.

It is worth noting that most of these components (i.e. joins, unions and optionals) are defined as binary

filters, that is, binary algebraic operators, acting on pairs of operands: either basic TPs or resultsets from previous

operations. However, due to the algebraic nature of the underlying language, the associative law still holds, and it

is respected by the pipeline generation process. This means that it is simple to generalize the definition to n-ary

filters of any kind; for instance, a quaternary union is trivially defined as the composition of three binary union-

filters. This just proves that this approach is feasible, and can be implemented by architectural compositions.

However, in many cases, to provide an specific filter implementation would be a more optimal choice and, in that

case, the architecture just needs to provide this specific filter as part of the Filter Library.

Considering these sorts of filters as our basic components, we have just to provide the composition patterns

for complex queries, which would form the core of the generated Dynamic Pipeline.

5.3. The Dynamic Pipeline

The term “dynamic pipeline” should not be misunderstood. The pipeline is said to be dynamic because it is

dynamically generated for each query: the pipeline does not exist in the architecture until the corresponding query

has been received, and it is eventually removed (specifically, it destroys itself) after it has been completed.

Therefore, given a particular SPARQL query, the QP parses it and generates the pipeline by instantiating the

corresponding filters in the FL. Once this pipeline has been generated, its configuration does not change until the

processing has been finished, that is, it works just like a static pipeline. In many regards, this dynamic pipeline

behaves a standard pipe-filter architecture, which sometimes accesses an external source, to obtain additional

incoming data. The only aspect to be clarified, in architectural terms, is the different patterns that the architecture

could have, i.e. the compositional patterns which result from expanding join, optional, or union-filters.

Composite filters. We refer to as composite filters the way in which primitive filters (from the FL) must be able

to perform the corresponding query operations on the two triplestores in SOLID, and then combine their resultsets

according to the inner semantics of these operations. In fact, this is the global purpose of the service tier.

As we have already explained in the previous section, the use of join, optional, and union filters depend on

the different sets of incoming data. Thus, the compositional patterns depend basically on the way we are able

to solve the different operation alternatives. If we are able to prove that any join can be solved maintaining the

same semantics which it would have on a single triplestore (the reasoning is similar for optionals and unions), then

we are providing an actual “federated” triplestore. This fact supports the compositional (algebraic) interpretation,

which means that we have proven that our dynamic pipeline is actually equivalent to the corresponding query.

Composite joins. As we have seen in the previous subsection, when the two inputs are resultsets, the join can be

easily resolved by simply joining both resultsets. Thus, we must study the cases in which both inputs to the join

are triple patterns (TP1 and TP2), or in which one of the inputs is a TP and the other is a resultset. Depending on
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Figure 6: Composite join-filter: crossing the resultsets from separate triplestores.

the actual contents we have on the online and the data layers, we find four different situations: i) when all the

relevant data is on the Big Semantic Data (i.e. on the data layer), ii) when it is on the run-time triplestore (i.e.

on the online layer), iii) when it is on both of them (the most complex case), and iv) when we must provide the

join to a pre-existing resultset (the simplest case).

i. If all the relevant information is just stored in the data layer, then the corresponding join (TP1 on TP2) is

only performed in the index layer, where its own query processor provides the corresponding resultset.

The online layer is also queried, but does not return anything relevant, so this second query has no effects.

ii. The opposite case is similar. Here, the relevant information is recent, and it is only contained in the online

layer. As in the previous case, the query is effectively performed in the online layer, providing the

corresponding resultset as the global answer.

These two cases are basically identical. The join (TP1 on TP2) is replicated, such that both index layer and

online layer receive that query, and they provide the corresponding resultsets. These are in turn merged (i.e.

combined by an union-component) – but as in each case one of them is empty, the global answer coincides with

one of the original resultsets. Anyway, there is no need to explicitly differentiate them, as they are equivalent: the

individual joins cannot be avoided in any case.

However, the most interesting (and complex) case is where the join implies elements in both layers (that is,

case iii). We will describe an efficient solution, but some other ones could be used (obtaining different complex-

ity/performance tradeoffs). The resulting process is illustrated in Figure 6. Consider TP1 on TP2:

(a) First, the join is performed in the online layer, obtaining a partial resultset. Then, TP2 must be matched

in the online layer – we should always start with that one, because it is assumed to be smaller in size. The
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resultset from the TP-filter is used as the key to do the matching of TP1 in the index layer (it is basically

an index join where the results from the online layer are searched in the Big Semantic Data through the

index layer). The resultset from this filter is combined (union) with that obtained from the join in the

online layer. Thus, we have resolved the join in the online layer and we have also obtained the crossed

results for TP2 in the run-time data and TP1 in the Big Semantic Data.

(b) Afterwards, we perform the full TP1 on TP2 in the index layer, to achieve the presumably larger resultset.

Then, we have to match TP1 in the online layer, and use the resultset as the key to solve the join to the

TP2 pattern in the index layer. This way, we obtain the other half of the results, including all the crossed

combinations of TP1 in the run-time data and TP2 in the Big Semantic Data.

(c) Finally, we just compose (union) all the resultsets obtained so far, and the corresponding set includes the

final join result.

It is easy to see that this composite filter (i.e. the one in Figure 6) also includes the two situations mentioned

above – i.e. cases i) and ii), in which the relevant triples were stored either in the data or in the online layer–

the only difference is that, in these previous cases, some of the intermediate resultsets are empty.

Moreover, this also includes the special case which would be the combination of these two cases, i.e. case i)

union case ii). That is, there are relevant triples in both layers, but every triple happen to relate only to elements

in the same layer. There are not “crossed” joins, affecting both layers at the same time. This situation is simpler

than the full-fledged structure in Figure 6, it is obviously included in it, and there is no need to differentiate them.

In summary, it is safe then to consider that this approach can be applied for composite joins in every case.

It could seem that the process is not very efficient, as each datastore is queried three times – however, as we are

using the different resultsets to constrain many queries in our intermediate operations, the size of the corresponding

intermediate dataflows is smaller than it could seem at first. Besides, these four partial joins can (and should) be

resolved in parallel. This way, the total time would be roughly the same than the required time to solve the most

complex join (TP1 on TP2 in the index layer). Of course, there is also room for more specific optimizations; but

our purpose here is just to prove that composite join is possible, and thus the algebraic approach still holds.

The last case to be analyzed is when we must combine a TP, and hence we must access the datastores, with a

previously existing resultset which is provided as input data. The solution for this case has also been hinted when

explaining the combination for simple filters (see Section 5.2). We have simply to perform the join (TP1 on TP2)

in both datastores, using the input data flow as the key for these joins (similar to perform an index join on each

layer), thereby constraining the size of the results in every case. Both results are then combined, using a simple

union-filter. This alternative comprises the three situations in which there are relevant data only in the online

layer, only in the data layer, or in both of them, so we need not to explicitly distinguish them.

Therefore, we have already proven that any combination of the join in both datastores is indeed possible, and

then we can consider that the algebraic approach holds in all relevant cases – or, conversely, that the generation of

the pipeline implying join operations maintains the semantics.
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We can do a similar reasoning for union-filters, but it is not necessary to consider many intermediate cases, as

the operation is much simpler. There is no need to repeat it, either, for optional-filters, as they are essentially a

different kind of join; it is easy to prove that the result still holds. And finally, it is not necessary to consider these

combinations in FP-filters, as they do not need to access our datastores.

We have already described all the basic operations, as well as the composition patterns for composite filters –

and therefore, we have summarized the rules which guide the generation of the pipeline, which is performed by

the QP when parsing the requested query. The Dynamic Pipeline is built using these generation rules, specifically

created when the query arrives; later, during the operation of the pipeline, it works maintaining the semantics

of the relevant operation, implicating both datastores. And finally, once the operation has been performed, the

pipeline can be safely disposed of.

This way, we have shown that the service tier is indeed able to provide a Dynamic Pipeline for every query,

using the standard interface provided by SPARQL – and therefore, that we are able to use the service tier as a

mediator, able to deal with our Big Semantic Data store and our run-time store as a federated store. In summary,

the service tier is able to present an unified view of the information within the SOLID architecture, which is

transparent for the outside user. That confirms the actual applicability of our proposal.

6. Practical SOLID Deployment

This section shows the first experimental results of a proof-of-concept SOLID implementation. It is evaluated

within a practical deployment using a real-world dataset comprising data produced and gathered in real-time and

also historical data from three different data sources. This use case is described in Section 6.1. Then, Section

6.2 explains the main guidelines followed for implementing the current prototype. Finally, Section 6.3 reports

how SOLID components behave for the current setup. These experiments, mainly focused on the two challenges

which support our research, are not intended as a final result but a proof-of-concept of SOLID foundations for

gaining insights about its performance. We are particularly interested in the individual efficiency of each layer in

the architecture to optimize algorithms, data structures, and technologies used for their implementation.

6.1. Use Case Description

Natural disasters of many kinds occur around us and are not avoidable. However, we can react more quickly

and even anticipate its occurrence when data are effectively managed. This anticipation can not only help mitigate

the material impact, but also avoids personal injuries. The following use case describes a warning weather service

which gathers run-time meteorological data and uses them, in real-time, for planning purposes.

This meteorological service relies on real-time measurements from weather stations. These stations have

sensors gathering relevant weather parameters (e.g. temperature, wind speed, humidity, etc.) which are sent

to the system periodically, so they must be collected, stored and made available to be consumed in real-time.

Obviously, these measurements are described using RDF. These needs are related to the challenge of run-time

data management. On the other hand, after some time, this collection of measurements will be enough large to

be considered as Big Semantic Data, so the system will experience scalability issues related to the management
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of these historical data (the first challenge). However, these core data (describing measurements about different

environmental parameters at many times and in many places) are not the only stored and managed by the system.

It also manages data about geographic locations (villages, towns, specific points of interest, etc.) in order to trigger

possible evacuation plans or other caution policies; information about how evacuation plan were implemented in

the past; how much time was required for deploying them in different places; their economic costs, etc.

In practice, the system analyzes continuously run-time measurements to detect possible warning situations.

These queries could only involve run-time data, but potentially more interesting information can be extracted

when these queries can also be matched against the historical data. If an irregular situation occurs, the system is

responsible for analyzing them, triggering alerts if necessary. To do this, the system performs additional queries

to optimize how material and personal resources are effectively employed.

Dataset. Our deployment, for the previous use case, is carried out using real-world data from the MESOWEST12

project. It collects data from ≈ 20, 000 weather stations along the United States. Each one has, on average, five

sensors reporting measures of temperature, visibility, precipitation, pressure, wind speed, humidity, etc. The origi-

nal raw data was transformed into RDF [31] in order to obtain the Linked Sensor Data13 (LSD) dataset. In addition

to geolocated data about each weather station (e.g., latitude, longitude, or elevation), the dataset also comprises the

location near each station, which is linked to to Geonames14. Thus, we also include the Geonames (dump from

2012-11-11) dataset in our deployment to reach interesting geographic data about each station location. Finally,

we also append DBpedia15 (version 3.8) to our data. This dataset (considered as the nucleus of the Web of Data

[1]) describes many and varied information about almost every field of knowledge. Indeed, it is a semantic edition

of Wikipedia. Therefore, the resulting dataset has an heterogeneous structure combining data from three different

data sources of interest for the current system:

• The LSD collection describes the weather stations involved in the project and gathers observations, from

them, for different natural disasters: for our purposes we consider i) the blizzard Nevada, occurred in April

2003, and ii) two hurricanes (Charley and Katrina) from August 2004 to August 2005. As explained below,

measurements for the Wilma hurricane are used for analyzing real-time performance.

• The Geonames collection describes geographical location places around the world. The dataset provides,

for each place, information about its name, latitude and longitude, its country, etc.

• The DBpedia collection describes people, locations, organizations, etc. We use the English language

collection. It is worth noting that some resources from DBpedia are also linked to Geonames.

Table 1 summarizes the main statistics for our dataset. As can be seen the complete dataset16 (referred to as

ALL) comprises more than 872 million triples, requiring close to ≈ 137 GB of space.

12http://mesowest.utah.edu/index.html
13http://wiki.knoesis.org/index.php/SSW Datasets
14http://www.geonames.org/
15http://dbpedia.org
16This dataset has also been used for benchmarking purposes of RDF streaming [38].
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# Dataset Size GB # Triples

LSD 63.04 326,099,965

Geonames 12.37 114,906,173

DBpedia 61.57 431,526,943

ALL 136.98 872,446,534

Table 1: Dataset statistics.

6.2. SOLID Prototype

We develop a proof-of-concept prototype mainly focused on the content tier. This is the core of our archi-

tecture because it comprises the three layers which are responsible for managing historical data (data and index

layers) and run-time data (online layer). The numbers obtained from these components give us the strongest

knowledge about the SOLID features:

• Space requirements, in the data layer and the index layer, determine how SOLID behaves regarding the

volume dimension.

• Query times, in the index layer, determine the overall SOLID velocity for data retrieval. Note that the

service tier is designed under the hypothesis that the total query time is roughly the same than that

required to solve the query in the index layer (see “Composite joins”, Section 5.3).

• Insertion throughput, in the online layer, determines SOLID velocity for data acquisition.

As explained in Section 4.1, the data layer is implemented as a simple immutable triplestore which preserves

the RDF/HDT serialization of the Big Semantic Data. We expect that this choice saves a lot of storage resources

and also enables the design of the index layer. At the most basic level, the index layer implements the HDT-

FOQ approach for indexing the RDF/HDT file in compressed space [26]. On top of these succinct data structures,

we implement traditional join algorithms. Finally, all these infrastructure is deployed within the Apache Jena

Framework (described in the state of the art). We make use of Jena facilities for storage and query purposes.

Storage. Jena describes an abstract Graph interface which must be implemented to provide, at least, basic RDF

retrieval methods (if the Graph is not read-only, insertion and deletion methods must also be provided). In our

case, the storage responsibility is fully assumed by the data layer while retrieval functionality is provided by the

integration of the data and the index layers through HDT-FOQ. This Graph implementation is realized using

the Java HDT library17 and its integration with Jena is also documented in the RDF/HDT website18.

Query. Jena provides a generic SPARQL processor (ARQ) on top of the Graph concept. It comprises a default

implementation for all SPARQL operators which enables any kind of SPARQL query to be resolved by simply

using the primitive operations provided by different Graph implementations. This is, in practice, a straightforward

solution which does not leverage specific Graph features. The index layer uses ARQ for implementing its

17https://github.com/rdfhdt/hdt-java
18http://www.rdfhdt.org/manual-of-hdt-integration-with-jena/
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SPARQL interface, although we revisit its join implementation to leverage our tuned algorithms. However, unions,

filters, and optionals are naı̈vely resolved. Although this implementation is plenty of room for optimization, it

allows us for comparing the index layer to highly-optimized triplestores (see Section 6.3).

Regarding the online layer, we have evaluated some state-of-the-art triplestores. As shown below, these

provide different space/time tradeoffs which enable particular implementations to be adopted for addressing the

system requirements.

Finally, it is worth noting that we have also analyzed the mediators among the data-centric layers. On the

one hand, we have implemented a simple algorithm which inserts an RDF dump within an RDF/HDT file by

leveraging its inner organization. This (naı̈ve) merge tier implementation is deployed as a parallel process within

a single dedicated machine. Although its performance is far to be optimal, these preliminary results show how

the merge tier performs with no optimizations, providing feedback for the future merge tier implementation.

On the other hand, we have tried to simulate the service tier using the ARQ facilities. However, its generality

prevents to directly implement the service tier design, so the possible outcomes would not be representative

of our theoretical approach. Thus, the service tier must be programmed from the scratch taking into account

all the aforementioned components and data flows, and it is, obviously, a more complex development than a

proof-of-concept prototype. In this situation, we can not evaluate this tier in the following experimentation.

6.3. Experimental Evaluation

We deploy our meteorological system on an Intel Xeon X5675 @3.07GHz, 48GB DDR3, 2 HDD of 1TB, SAS

7,200 RPM,running Ubuntu/Precise 12.04.2 LTS. According to the general SOLID workflow (see Section 4.4), the

architecture starts from the bootstrapping stage. It is worth noting that, at this stage, the system already has a set

of input data. On the one hand, it holds the common metadata for all the meteorological data, that is, a small set

of 185,950 triples (30 MB) describing the features and location of the 20, 000 stations involved in the project. On

the other hand, the data from Geonames and DBpedia are also available. Thus, all these triples are stored as

historical data in the data layer and the corresponding index layer configuration is obtained from them.

Once these historical data are available, the system is ready for operation. We perform our study by attending

to the times and dates of the original meteorological measurements. Obviously, these are past dates (the first

measurement dates from April 1, 2003), but we consider the relative differences between them to analyze the

system behaviour. In addition, we set RDF/HDT to be recomputed each day, i.e. the system evolves from its

normal operation to the integration stage at the end of each day.

The initial gathered measurements describe a major blizzard in Nevada. This blizzard lasted 6 days, during

which 111 million triples where collected. Thus, the first RDF/HDT recomputation took place the first day of the

blizzard, the second recomputation at the end of the second day, and so on. Attending to the reported dates, the

following measurements provide information about the hurricanes Charley and Katrina. After finishing the latter,

the system has collected more than 326 million new triples, so the data layer stores 872 million triples (note that

it comprises both the initial data and the collected measurement data from all these storms). We refer to this big

dataset as historical.
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Size TDB Virtuoso RDF3X HDT-FOQ

historical 136.98 GB 79.90 GB 37.57 GB 60.49 GB 15.25 GB

Table 2: Spatial analysis for the Big Semantic Data (historical dataset)

Our study begins from the first day of the Wilma hurricane. At the end of day, just before RDF/HDT recom-

putation, the online layer stores 23.99 million triples. We refer this dataset as run-time. In the following we

analyze the main features of the SOLID components implemented in our prototype.

6.3.1. data layer evaluation

The evaluation at this level is very simple because it basically compares the benefit of using binary RDF instead

of flat RDF for storage purposes. In this case, storing the historical dataset using NTriples takes 137 GB of

space while using RDF/HDT the space is reduced up to 10.07 GB. As expected, the use of RDF/HDT ensures Big

Semantic Data compression, reducing more than 13 times the space required by a flat serialization. Besides, the

use of RDF/HDT provides data retrieval functionality which is leveraged by the index layer as shown below.

6.3.2. index layer evaluation

The index layer evaluation compares both space requirements and also query performance. Our prototype

obtains the HDT-FOQ solution on top of RDF/HDT and integrates it within Jena ARQ for efficient query resolution.

The alternative solution is to use a triplestore from the state of the art in order to provided indexed access to the

historical dataset. We choose the following triplestores:

Apache Jena TDB. TDB is designed to be a high-performance triplestore on a single machine. This is an obvious

choice because it is deployed on the same Jena infrastructure used by our prototype. We test TDB19 version

2.10.0 (using tdbloader2 for bulk loading) using sort from coreutils 8.13.

Virtuoso. As discussed in Section 3.4, Virtuoso leads the experiments reported in the BSBM. Our tests are carried

out using Virtuoso 7.1 Open Source20 on Linux.

RDF3X. Although RDF3X [29] was not included in the BSBM benchmark, we decide to analyze its performance

because it is a reference technique in the scientific community. RDF3X is built on top of elegant and efficient

decisions, being cited as one of the fastest triplestores in SPARQL resolution [21]. We use RDF3X 0.3.721.

We firstly analyze the storage requirements to measure the amount of space saved because of the use of HDT-

FOQ for storing and indexing the Big Semantic Data. Table 2 summarizes the numbers for this experiment. Our

HDT-FOQ-based approach uses 15.25 GB. It is worth noting that this size also includes the space used for storage

purposes in the data layer, so data structures in the index layer basically need ≈ 5 GB on top of RDF/HDT

file. The comparison against the other triplestores shows our space achievements. Although the new Virtuoso

19http://jena.apache.org/documentation/tdb/
20http://virtuoso.openlinksw.com
21http://code.google.com/p/rdf3x/
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Figure 7: Query times (milliseconds per query) over the historical dataset: disk and cache scenarios.

triplestore also reports good numbers, largely outperforming its precedent version, its requirements (37.57 GB)

are 2.5 times larger than ours. Finally, RDF3X (60.49 GB) uses ≈ 4 times our space, while TDB (79.90 GB)

increases its requirements and takes more than 5 times our space. Thus, our RDF/HDT-based configuration for the

data and the index layer s is the most compressed approach in this setup, outperforming RDF3X and TDB by

large, where only the highly-optimized Virtuoso remains closer to our effectiveness.

Regarding query performance, we generate 1, 000 different queries of each of the five types of queries de-

scribed in Appendix A (i.e. our query set consists of 5, 000 queries), which were performed through the query

interface of the index layer. This experiment is referred to as disk scenario. We also test a cache scenario in

which measurements are made after a warm-up stage using another 1, 000 different queries (randomly chosen

from all five types of queries). This initial stage is usually performed in this kind of experiments. It basically runs

similar queries in order simulate a real-world scenario in which some data are cached before a query is effectively

resolved. Query times, reported in Figure 8, are averaged over 3 independent runs.

The comparison among the two scenarios shows that only RDF3X takes a significant advantage of the warm-

up stage for queries Q1 and Q2, and less so for Q4. RDF3X is the slowest choice for these queries in the disk

scenario, but it is the fastest for the cache case. It demonstrates its ability for caching purposes. However, for Q3

and Q5 the warm-up effect is negligible and RDF3X performance is very far from the other choices. Virtuoso,

TDB, and our HDT-FOQ approach report times in the same order of magnitude, but none of them is always the

best choice.

Therefore, our approach competes with the state-of-the-art triplestores for simple and more complex queries.

It is an important result by considering that all these triplestores use well-tuned query optimizers, but HDT-FOQ

run with no specific optimizations because of the ARQ optimizer is not tuned for leveraging RDF/HDT features.

Besides, it is worth reminding that HDT-FOQ achieves this performance by using 2.5 − 5 times less space than

the other choices.

Conclusions. The index layer evaluation provides us with very valuable insights. As expected, our approach

achieves the most compressed representation, while providing efficient SPARQL query resolution at the index

layer. Regarding query performance, HDT-FOQ competes with the state-of-the-art triplestores for all queries in

our setup without any specific optimization for planning purposes. Thus, our index layer proposal has room for
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Size TDB Virtuoso RDF3X Memory

run-time 4.67 GB 2.39 GB 0.69 GB 1.40 GB 17.42 GB

Table 3: Spatial analysis for the “online data” (run-time dataset)
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Figure 8: Query times (milliseconds per query) over the run-time dataset: disk and cache scenarios.

optimization if the ARQ is adapted to leverage the HDT-FOQ foundations or if an own optimizer is built from the

scratch. This enhancement will improve our query performance without penalizing our achievements on storage.

6.3.3. online layer evaluation

The online layer evaluation also focuses on space requirement and query performance, but additionally

analyzes insertion throughput. In this case, we need a dynamic triplestore providing incremental updates to ef-

fectively gather and store run-time data. Thus, all state-of-the-art triplestores evaluated for the index layer can

also be used for implementing the online layer. Besides, we evaluate Apache Jena Memory. It is a triplestore

designed to manage RDF data in main memory. Although this decision limits its use for managing RDF at large

scale, it guarantees competitive performance for small datasets; e.g. those ones handling the online layer.

Table 3 reports the storage requirements for handling the run-time dataset in the online layer. Note

that Jena Memory is also included in this case, but it collapses because of its large requirements. It means that

Jena Memory is not enough scalable for triggering daily RDF/HDT recomputation, so the online layer must

be dumped more times than using other triplestores. Regarding to space requirements, Virtuoso is clearly the

best choice. It uses 0.69 GB for storing the run-time dataset, while RDF3X requires 1.40 GB, and TDB 2.39

GB. Note that Jena Memory does not compete in this scenario because it requires 17.42 GB, so it does not scale

regarding the other triplestores. However, the decision of what technique is finally chosen for implementing the

online layer also depends on the query performance and the insertion throughput analyzed below.

Figure 8 depicts query performance results for the online layer. The experiment follows the same principles

than that explained for the index layer, and also comprises disk and cache scenarios. However, only Q1, Q2,

and Q3 are analyzed because Q4, and Q5 ask for Geonames or DBpedia triples, and these are not available

in the online layer. As can be seen, RDF3X is the fastest choice for Q1 and Q2, but it does not compete for

Q3. TDB, Memory, and Virtuoso reports more stable query times. However, it is worth reminding that Virtuoso

requires considerable less storage space.

30



 0

 50000

 100000

 150000

 200000

 250000

 1  10  100
T

rip
le

s 
ac

qu
ire

d 
pe

r 
se

co
nd

 (
tp

s)

Batch size (in million triples)

Insertion throughput

TDB

Virtuoso

RDF3X

Memory

Figure 9: Insertion throughput in the online layer.

A third factor must be studied in this online layer. The insertion throughput experiment analyzes the amount

of data that each triplestore can collect per unit time (we consider the number of triples collected per second: tps.)

It inserts batches of triples from the original LSD dataset. The size of the batch is progressively increased to

observe how the throughput evolves with the amount of stored data.

Figure 9 shows the obtained results. The X axis represents, in logscale, the batch size (number of triples stored

in the online layer), whereas the Y axis reports the insertion throughput (measured in tps). For instance, the

point (1,125000) for Virtuoso, means that it has a throughput of 125, 000 tps for a batch of 1 million triples.

This figure reports very interesting results. On the one hand, Jena Memory provides the best throughput for small

batches: ≈ 200, 000 tps. Nevertheless, its throughput degrades from 8 million triples and the triplestore collapses

when the batch is larger than 32 million triples. This fact conveys to a clear conclusion: Jena Memory may be

competitive for the online layer, but its use forces to perform more RDF/HDT recomputations. On the other

hand, Virtuoso reports the best numbers along the X axis. It achieves good throughputs: 125, 000− 160, 000 tps,

whereas TDB throughput is quite stable and RDF3X degrade progressively with the batch size.

Conclusions. Although the comparison is more discussed for query performance, Virtuoso is the most effective

choice for run-time data storage and reports the most competitive insertion throughput. It ensures our original aim

of low latencies in real-time while allows medium-size datasets to be effectively managed in the online layer.

Thus, it saves RDF/HDT recomputations regarding the other triplestores.

6.3.4. merge tier evaluation

This current test analyzes how the merge tier behaves for increasing size of the historical data stored in

the data layer. To do this, we keep the policy of RDF/HDT recomputation at the end of the day. We obtain 25

samples from the LSD dataset, each one comprising the weather measurement corresponding to a given day. These

samples contains, on average, 32 million triples. The experiment integrates each sample into the Big Semantic

Data whose size is increased up to 1.348 billion triples in the last day.

Figure 10 summarizes the insertion times for each of the 25 days. It shows a linear growth, reporting times

between ≈ 21 and ≈ 58 minutes. Although, this is an acceptable performance (in absolute terms), a linear growth

is not clearly the best expected behavior because integration times become unacceptable in a future. Nevertheless,
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Figure 10: Integration times for the merge tier.

we can get a positive reading. The reported times, in quantitative terms, evidence that the current (naı̈ve) algorithm

is able to take advantage the RDF/HDT inner features. Thus, our future work must reuse the current infrastructure

to devise an optimized solution which leverages, for instance, the parallelization opportunities of the process. A

Map-Reduce [10] implementation seems a good solution for this problem, but other approaches like Percolator

[32] could speed up the overall performance of such batch insertion process.

6.3.5. service tier evaluation

As previously explained, this tier has not been prototyped given that this implies more complex development

than a proof-of-concept prototype. However, query times reported for the index and the online layers provide

empirical insights to set the hypothesis which must be satisfied for the future service tier implementation. As

can be seen in Figure 9, querying the online layer is much faster than the index layer. Thus, the service tier

must guarantee that the overall query performance would be roughly the same achieved by the index layer. This

is a realistic objective by considering that both layers can be queried in parallel, so the total time is determined by

the slower operation and also the “bureaucratic” time required for combining the resultsets.

7. Conclusions and Future Work

This paper proposes SOLID, a new architecture for managing Big Semantic Data in real-time. It is designed

as a multi-tiered, layered architecture which leverages a careful complexity isolation to independently address the

main requirements of Big Semantic Data and real-time data management. Thus, the content tier is composed of

two different technologies. On the one hand, we rely on the binary RDF/HDT features for storing and indexing

Big Semantic Data in compressed space. On the other hand, we use specific triplestores in order to acquire and

consume real-time data. Our experimental evaluation reports a good performance of each layer in the content

tier. We obtain the most compressed Big Semantic Data representations while providing efficient query resolution

for the most basic SPARQL queries. For future, a specific query optimizer must be developed to also obtain

competitive performance for general SPARQL queries. With respect to the management of real-time semantic

data, we have found that Virtuoso is the best placed technique for implementing the corresponding SOLID layer.

32



Two additional tiers bind these data management approaches: i) the merge tier, which integrates the online

data into the Big Semantic Data, has been naı̈vely implemented and successfully tested. Nevertheless, the merge

tier is plenty of room for optimization as its infrastructure could take advantage of the inner RDF/HDT features

to boost its performance. In turn, this merge “in batch” is an ideal scenario for other technologies such as the

aforementioned Map-Reduce or Percolator. Finally, ii) the service tier aimed at query resolution, deserves

a specific development given its complexity, and it was not tested in the current proof-of-concept prototype.

Nevertheless, we have set its foundational hypothesis in order to check eventual future implementations.

The conclusions above summarize our trends of future work. These mainly address programming issues

leading to a full SOLID implementation and release. This will allow its overall performance to be fairly compared

with respect to the more advanced triplestores in the state of the art. In addition, we are also working on a

lightweight SOLID version designed for mobile devices. In this scenario, the amount of data is much lower, but

few megabytes may be enough to collapse an application running on a smarthpone. We work on providing a

plug-and-play configuration of the layers to serve only the required functionality as needed.
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A. Queries

This appendix details the four classes of queries used in our experiments. All of them implement particular

operations used in the metheorological scenario studied in our use case.

First, we enumerate the different prefixes used in the queries:

@prefix om-owl: <http://knoesis.wright.edu/ssw/ont/sensor-observation.owl#> .

@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> .

@prefix sens-obs: <http://knoesis.wright.edu/ssw/> .

@prefix owl-time: <http://www.w3.org/2006/time#> .

@prefix owl: <http://www.w3.org/2002/07/owl#> .

@prefix xsd: <http://www.w3.org/2001/XMLSchema#> .

@prefix weather: <http://knoesis.wright.edu/ssw/ont/weather.owl#> .

@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .

@prefix geo: <http://www.geonames.org/ontology#>.

@prefix dbprop: <http://dbpedia.org/ontology/>.

Query 1. The first query retrieves all different observations reported by a given station (obviously identified by

its corresponding URI). This is an example of the most simple SPARQL query involving a single triple pattern:

SELECT ?observation

WHERE { ?observation om-owl:procedure <uri_station> . }

Query 2. This second query concretes the previous one by retrieving exclusively those observations about the air

temperature. This is an example of simple join query involving two triple patterns:

SELECT ?observation

WHERE { ?observation om-owl:procedure <uri_station> .

?observation om-owl:observedProperty weather:_AirTemperature . }

Query 3. This query enhances the previous one by extracting the air temperature (and the scale in which its

measured) for the retrieved observations. Note its resolution comprises two joins over the variables ?observation

and ?result:

SELECT ?temperature ?scale

WHERE { ?observation om-owl:procedure <uri_station> .

?observation om-owl:observedProperty weather:_AirTemperature .

?observation om-owl:result ?result .

?result om-owl:floatValue ?temperature

?result om-owl:uom ?scale . }

Query 4. This query slightly modify the previous one to extract the location name of the station in order to report

the air temperature and the name of the corresponding nearest location. To do so, we match the station location

with the Geonames information:

SELECT ?temperature ?nameLocation

WHERE { ?observation om-owl:procedure <uri_station> .

?observation om-owl:observedProperty weather:_AirTemperature> .

?observation om-owl:result ?result .

?result om-owl:floatValue ?temperature .

<uri_station> om-owl:hasLocatedNearRel ?location .

?location om-owl:hasLocation ?locationGeonames .

?locationGeonames geo:name ?nameLocation . }
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Query 5. This query aims at retrieving the elevation of all the stations reporting snow at a given moment. In this

case we provide a literal value “date time” instead of the station URI. For the stations reporting snow at that given

”date time“, the location in Geonames is retrieved and then, matching the corresponding location in Dbpedia, we

finally get the elevation result:

SELECT ?elevation

WHERE { ?observation om-owl:procedure <uri_station> .

?observation om-owl:observedProperty weather:_SnowDepth> .

?observation om-owl:samplingTime ?time .

?time owl-time:inXSDDateTime "date time" .

?station om-owl:hasLocatedNearRel ?location .

?location om-owl:hasLocation ?locationGeonames .

?locationDbpedia owl:sameAs ?locationGeonames .

?locationDbpedia dbprop:elevation ?elevation . }
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